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Abstract
Exploring a document in order to find the desired content can be time consuming. For example, skimming a video to determine where a particular topic is addressed is not time efficient. This problem is further
aggravated when documents from different sources need to be considered. However, accessing the specific
information one seeks can be done efficiently if it is possible to perceive how its content is structured. In this
thesis we hypothesize that if topic segment relationships from different documents are established a structure to efficiently browse them can be obtained. Moreover, we also hypothesize that the tasks for structuring
documents can be leveraged by models that explore patterns found in the related documents.
Accessing the starting point of self-contained regions of text is important. Otherwise, it is hard to
assimilate the underlying information, even if the right topic region is provided. In this context, the proposed work will resort to the topic segmentation research area. This field has focused on single document
segmentation. Therefore, it is necessary to investigate how to take advantage of multi-document scenarios.
The other problem to consider is how the different documents relate to one another. Current approaches
are not ideal, as the level of granularity of the relations is not appropriate. They are either too fine grained
(sentences relationships), which leads to a lack of context, or too coarse: only relations between documents
are considered. Therefore, to our knowledge, no one has studied how topic segments in different documents
relate to one another. In this context, we frame this work on the graph community detection research area.
We hypothesize the models used in this field can better describe how words relate in different documents.
This approach is different from cluster techniques where features relate to individual words and the presence
or absence of the features is based on whether the corresponding word occurred in the document or not.
Using the obtained segments and relationships, a further step can be taken to convey the bigger picture
of the overall topic of the documents. In this context, we propose the use of Metro Maps, which have been
applied at the document level. Metro Maps organize documents into metro lines, which are composed of
metro stops that aggregate related documents. Each metro stop corresponds to a set of words that allow
topics to be identified. Metro lines can have intersections, meaning that a relation between topics exists.
The current state-of-the-art in Metro Maps uses time stamps to group documents. In this work we deal with
segments and, thus, this approach is not applicable. Therefore, we investigate ways to surpass this limitation.
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Introduction
1.1

Motivation
Exploring a document in order to find the desired content can be time consuming (Malioutov and

Barzilay, 2006). For example, skimming a video to determine where a particular topic is addressed is
cumbersome since the video might have a considerable length (Malioutov and Barzilay, 2006). This problem
is further aggravated when multiple documents from different information sources need to be considered.
However, accessing the specific information one seeks in documents can be done efficiently if it is possible
to perceive how its content is structured (Allan et al., 1998; Malioutov and Barzilay, 2006). This multidocument structuring should be done by understanding how topic segments from different documents relate
to one another (Radev, 2000). The formal study of the different types of cross-document relations was
proposed by Radev (2000) in the form of the Cross-document Structure Theory (CST), which describes
24 multi-document relations such as Elaboration, Agreement, or Equivalence. Properly identifying such
relations brings important advantages in several different tasks like multi-document summarization (Radev
et al., 2004), or opinion mining (Murakami et al., 2009). In this thesis we hypothesize that if equivalence
relations between topic segments of different related documents are identified, a document structure to
efficiently browse them can be obtained. Moreover, we also hypothesize that if the underlying tasks for
structuring documents leverage on a model that explores patterns found in related documents, a better overall
structuring can be achieved. It should be noted though, that the nature of the relationships is defined from
a user perspective, rather than a strict semantic equivalence. This means that if a user is going through
some topic segment he might request “more like this”, which does not mean that it needs to be semantically
equivalent content.
In the literature we find different ways of highlighting the structure of a single document. One of the
possible approaches is to use keyterm extraction1 methods. Keyterms can be regarded has the fundamental
elements of the semantics of the knowledge covered in a document (Lee et al., 2014). Therefore, providing
a list of keyterms makes it easier to decide whether the corresponding document has the desired information
1

In this document the expression keyterms is used to refer both keywords and keyphrases.
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without exhaustively examining it. An example of a system that uses this approach is the FAU video lecture
browser (Riedhammer et al., 2012). If only the raw video lecture was provided, the only option would be
to randomly skim it, which is inconvenient and might lead to important parts to be skipped. By using the
browser’s interface users can examine a list of keyterms and determine if the lecture has the information
they are looking for. The interface also provides a graph that depicts the importance of each keyterm along
the lecture. However, simply highlighting keyterms can cause some problems, as it can lead to points in
the document where the information might not be easily assimilated due to the lack of context (Lin et al.,
2004). This problem can be impaired by performing topic segmentation2 in documents such that topically
cohesive areas are identified (Reynar, 1999).
Practical applications for multi-document browsing also exist. What mainly distinguishes them is the
level of granularity at which the cross-document relationships are established. A schematic representation
of the different types of relationships found in the literature is in Figure 1.1. In the figure are depicted
the different constituents of documents: words, sentences, topic segments, and the document itself. Depending on the type of constituents, different relationships can be established, namely: Sentence to Sentence (s2s), Document to Keyterm (d2kt), Document to Sentence (d2s), Document to Topic Segment (d2ts),
and Document to Document (d2d) relationships.

Figure 1.1: Taxonomy of cross-document relationships.

2
The output of a topic segmentation task is a list of topic segments, which correspond to the subtopics of the input document.
In this document we use the expressions “topic segment” and “document subtopic” interchangeably.
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An example of a system that discovers d2d relationships is GoogleNews (Maziero et al., 2010). In
Figure 1.2, we see that the GoogleNews interface provides links across different news articles from different
sources. Although it is beneficial to know that these news articles are somewhat related, this general relation
poses some browsing problems. One of them is that all the articles have a higher level topic in common
but the concrete subtopics that are addressed may be different. In this context, it would be useful to know
exactly which topically cohesive segments exist in each news article. By doing so, tasks such as joining
complementary information can be facilitated (Maziero et al., 2010). For this type of information need
Topic Segment to Topic Segment (ts2ts) relationships are more suitable. It should be noted that this type
of relationship, to the best of our knowledge, has not been studied at all, since it is possible to see that
Figure 1.1 does not show links between documents at the topic segment level.

Figure 1.2: GoogleNews’ interface screenshot.

After identifying the document relationships at the topic segment level, a further step in their structure
can be taken. The idea is to structure the document segments such that users can perceive the bigger picture
of the main topic. This is important in a scenario where we have documents with different, but still related,
overall topics. This motivation stems from the fact that search engines and news aggregators simply output
a list of web pages and do not make an attempt at structuring the different results. This is a problematic
drawback when we are trying to understand a complex topic that encompasses many actors that spans across
multiple documents. The problem is that such complex topics are not linear, as they can interweave in many
different ways. The work by Shahaf et al. (2012a) has shown, for the news articles domain, that this can
be accomplished using a Metro Map-like structure (Figure 1.3). A metro map of documents is composed
of a set of lines, which can intersect each other. Each line follows a coherent narrative thread, covering a
particular aspect of the main topic. In turn, each metro line is composed of a set of metro stops. These metro
stops correspond to clusters of words that are obtained from documents that occurred within the same time
span. Associated with each metro stop are the corresponding documents that originated them. Therefore,
the words in the clusters should be representative of the content in the documents. Finally, metro maps are
also characterized by the intersections of their lines. These signal that different aspects of a topic are related.

4
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Figure 1.3: Metro Map for the “Crimean crisis” topic.

Being in a scenario where a set of related documents needs to be analyzed has some advantages that
can be explored. These advantages are related with the noise that some documents have while others may
not show such phenomena. For example, documents that correspond to video transcripts are much more
prone to be noisy if they contain spontaneous speech, whereas written documents tend to be more formal
and, thus, are much “cleaner”. Therefore, we hypothesize that it is possible to perform both topic segmentation and equivalence relation identification more accurately by taking into account the full context of the
document collection. Another advantage concerns the patterns that can be found in the topics sequences
of related documents. Again, such characteristics should be used to properly perform topic segmentation
and relationship identification tasks. After obtaining the topic segments and their respective cross-document
relationships, it is possible to use this information to organize the documents in a Metro Map-like structure.

1.2

Goals
In this thesis we hypothesize that if topically cohesive areas of documents and their corresponding

equivalence relations are identified, documents can be structured such that browsing them can be done
efficiently. The research effort in this thesis focuses on the following fundamental issues that have not yet
been addressed by the research community, to our knowledge:

1.2. GOALS
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• The level of granularity of the document elements in which the relations are being established is not
appropriate, since only two extremes have been considered. One is too fine grained, as in s2s relationships (Maziero et al., 2010), which leads to the lack of context problems already described in
Section 1.1. The other considers d2d relationships, which does not allow the identification of the
specific parts of a document that might be of interest, such as in the previously presented GoogleNews case. Therefore, we want to determine the missing level: how topically cohesive segments in
documents relate to each other (ts2ts relationships).
• Topic segmentation and equivalence relation identification techniques do not take advantage of the
context of a set of related documents. The work in topic segmentation only considers documents
individually and in relation identification work only pairwise decisions between document elements
are made.
• Document structuring at the topic segment level has not yet been studied. Shahaf et al. (2012a) has
showed that structuring documents brings both browsing efficiency and understanding of the topics
in documents. Therefore, we believe that similar advantages should also be brought to the document
topic segment level.

Given the described context, we formulate the following research questions:
- To what extend is it possible to relate a set of similar documents that come from different media sources
by leveraging techniques that perform their corresponding topic segmentation and equivalence relations
identification?
- Given a set of cross-document topic segment relations, how can we structure them in order to efficiently
browse the documents and better understand the underlying general topic?
One of the Natural Language Processing (NLP) areas in which the proposed work is framed is topic segmentation. This research area has focused on the single document segmentation case. One of the most
influential algorithms was proposed by Hearst (1997) and applies statistical methods in the analysis of a
similarity graph obtained by comparing consecutive windows that capture a span of words. Several other
authors performed an adaptation of the features used for plotting the similarity graph. For instance, Repp and
Meinel (2006) used the notion of lexical chains and Balagopalan et al. (2012) used automatically extracted
keyterms. In this context, one of the challenges in this thesis is to move to a multi-document scenario and
perform the segmentation task more efficiently than an approach that would segment the documents without
taking into account the complete set of documents.
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The second research area in which this work is framed is graph community detection (Girvan and
Newman, 2002; Palla et al., 2005; Yang and Leskovec, 2013). We propose the use of methods from this area
to explore a co-occurrence graph structure which models word relationships between different documents in
order to perform automatic identification of equivalence relations in the obtained document segments. We
hypothesize that approaches based on text similarity, such as clustering, cannot cope with this task, since a
substantial part of the vocabulary is shared in related documents. When performing this task we will take
into account the fact that the identification of the document relations should consider the full context of the
documents and not just a binary decision at the purely segmental level, as it is traditionally done (Zhang and
Radev, 2005; Maziero et al., 2010). Therefore, we establish the goal of investigating new features based on
the multi-document scenario at hand that enables the design of functions capable of accurately performing
the document equivalence relation identification task.
Finally, we also have the goal of organizing document segments into a Metro Map. This is novel, since
this type of structuring has only been done by relating the documents of a collection. Moreover, the documents corresponded to a set of news articles retrieved by submitting a query to Google News. Associated
with each news article was the corresponding publishing date. In this context, the articles were grouped if
they occurred in the same time span. In this thesis we propose to discover equivalence relationships between topic segments from documents which might not be news articles. Therefore, their corresponding
date, if any, would not be an indicator of similarity. Thus, it is necessary to investigate ways to surpass this
limitation.
The remainder of this document is organized as follows: Chapter 2 describes the related work regarding
how to structure documents in order to obtain browsing efficiency, namely the research areas of keyterm
extraction, topic segmentation, and document relationship identification. In Chapter 3, the proposed work
for this thesis is provided. In the same chapter, details on the experiments already performed are provided.
Finally, in Chapter 4, we present the work schedule for the remainder of this thesis.

2

Research Context
The literature is rich in approaches to the problem of supporting efficient document browsing. The
approaches can be characterized by the type of structure they extract from the documents, namely keyterm
extraction and topic segments. Additionally, in scenarios where we are browsing a collection of documents,
relations between different elements of the documents can be identified. These different approaches have
the common goal of highlighting how documents are organized in terms of content.

The following sections are organized according to the different types of identified structures and detail
the state-of-the-art techniques that automatically extract them.

2.1

Keyterm Extraction

Keyterms, which in this work will be used to refer both keywords and keyphrases, can be regarded as
the fundamental elements of the semantics of the knowledge covered in a document (Lee et al., 2014). In
this context, providing a list of keyterms related to a document facilitates the understanding of the contents
of a document.

The next sections report the research work that deals with the keyterm extraction problem. The structure
of the sections follows the different types of techniques which perform keyterm extraction: unsupervised,
supervised, and pseudo-supervised. For the unsupervised case, the strategy consists in developing a candidate ranking function and considering as keyterms the candidates with the highest scores. It should also
be noted that various ways of using the extracted keyterms to provide efficient browsing can also be found
in the literature. The common approach is to highlight of the keyterms throughout the documents. A more
elaborate strategy consists in finding relationships between the keyterms of a document and organizing them
into a graph.

8
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2.1.1

Ranking Function Based Extraction

One of the possible approaches to the keyterm extraction problem consists is using a ranking function
to order a set of possible candidates. Then, the top n candidates are considered to be keyterms. Riedhammer
et al. (2012) uses such approach in the extraction of keyterms from video lecture transcripts obtained using
Automatic Speech Recognition (ASR). The first step consists in using Part of Speech (POS) tagging on
the transcripts. A set of keyterm candidates is then extracted using regular expressions that match POS tag
patterns corresponding to noun phrases (Riedhammer et al., 2013).
The extracted candidates are then ranked by the following weighting function:

 fi
w(kti ) =
 f (n + 1)
i i

ni = 1
ni > 1,

where kti is the candidate keyterm, fi is its raw frequency, and ni is its length in words. This function
implements a heuristic that boosts longer keyterms that appear more often. The reason for this is that if a
longer keyterm is deliberately repeated by the instructor, he/she is highlighting it so students can retain the
underlying concept. The evaluation of the developed ranking function was carried out in a Pattern Analysis
lecture from a graduate level computer science course. The results obtained range from 0.8 to 1 in average
precision when considering a number of keyterms between 1 and 20.
By ordering the keyterms according to the previous ranking function Riedhammer et al. (2012) developed the video lecture browser interface depicted in Figure 2.1. The ranked keyterms are listed in a column
located on the right side of the video. The students can manage the content of this column by reordering the
keyterms and deleting some of them if they wish. Below the video there is a relevance plot for the keyterms.
This plot corresponds to the frequency of the keyterms in 5-minute chunks of the video. The last feature of
the interface is the keyterm search input box where students can enter queries and obtain related keyterms.

Figure 2.1: FAU Video Lecture Browser interface (Riedhammer et al., 2012).

2.1. KEYTERM EXTRACTION
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Another paper that also uses a ranking approach for extracting keyterms by Mihalcea and Csomai
(2007) describes the Wikify! system which relates Wikipedia articles to automatically extracted keyterms
from an input document; the linking process will be described later. The process starts by extracting a set
of candidates that correspond to the n-grams of an input document. This candidate extraction approach is
simpler than the previous one, since no hand-designed POS patterns need to be provided by experts. The
downside is that a much larger and less filtered candidate list is obtained. Then, three different ranking
scores are applied individually to each candidate:
• The tf-idf information retrieval score (Salton and Buckley, 1988).
• The X 2 Independence test (Manning and Schütze, 1999), which tries to determine whether two
events occur together more often than by chance.
• The Keyphraseness score (Equation 2.1), which estimates the probability of a candidate kti to be
selected as a keyterm in a new document by counting the number of Wikipedia articles where it has a
link associated with it (countlink (kti )) divided by the total number of articles where it appears (fi ).

P (keyterm|kti ) =

countlink (kti )
fi

(2.1)

The evaluation results, on a collection of 85 Wikipedia articles with 7286 manually annotated keyterms,
showed that the Keyphraseness measure was more suitable, achieving a 0.54 score in F -measure (an improvement of more than 0.1 over the other ranking functions). This result shows that when blindly considering keyterm candidates it is important to leverage domain-specific information, in this case Wikipedia
document containing link annotations.
Lee et al. (2014) describe a ranking score based on an entropy measure. One major difference from the
previous approaches is that the defined score is specifically applied to keyphrases. The idea is to counter
the problem of just considering the tf-idf score, which becomes less indicative when keyphrases containing
many words are considered (Jiang et al., 2009). In this context, an entropy measure is used to characterize
possibly longer keyphrases. The idea is to identify patterns of two or more consecutive words that are much
more frequent than other word sequences. This concept if formulated by the following right branching
entropy formula:
Hr (kpi ) = −

X
a∈Ai

p(a)log p(a),

(2.2)

10

CHAPTER 2. RESEARCH CONTEXT

where kpi is a keyphrase candidate (e.g., “hidden Markov”), Ai is the set of patterns formed by right
appending the word following kpi (e.g., “hidden Markov chain” or “hidden Markov model”), and
p(a) =

fa
,
fi

(2.3)

where fa is the frequency count of a in the document. The average values of Hr (kpi ) and Hl (kpi ) (the left
branching version of the measure) are used as a threshold value to filter keyphrase candidates. The resulting
set of candidates is again filtered with the tf-idf score, producing this way the final list of keyphrases. This
method was evaluated on corpus with 45.2 hours of lectures in a Digital Speech Processing course and
compared with a baseline that just used the standard tf-id measure. The results proved that the proposed
entropy measure is indeed more suitable for keyphrase extraction, achieving a 0.68 in F -measure, which
was more than the double of the performance when compared to the baseline.

2.1.2

Supervised Keyterms Extraction

Instead of treating all keyterms similarly, Balagopalan et al. (2012) proposes a distinction between two
types of keyterms that was not considered in the previous studies: topic keyterms, and subtopic keyterms.
Topic keyterms have a high frequency and wide spread in the document, thus, they represent general
topics. For example, when analyzing a lecture on sorting techniques, the word “sorting” would be a topic
keyword since it appears throughout the lecture. This characteristic is captured by the Dispersion score:
Dispersion(kti ) =

|I|
,
var(Ii )

(2.4)

where Ii is a set of intervals of a certain candidate kti ,‘ and var(Ii ) is its corresponding variance. Each interval corresponds to the position difference between adjacent occurrences of kti . When two kti occurrences
are very close to each other, they are clustered in a single position.
The subtopic keyterms have different characteristics, since they occur with high frequency but only in
a few segments of a document. For example, the word “Quicksort” will only occur in a single segment of a
lecture regarding sorting techniques. The local span measure (LS(kti )) captures these properties by dividing
the document into m overlapping windows. Then, the cavgi (average occurrence of kti in the windows) and
cj (word count in window j) values are computed. The local span is then defined as follows:
m
X
cj − cavgi )
LS(kti ) = max(
j=1

(2.5)

2.1. KEYTERM EXTRACTION

11

Both previous scores are weighted based on a cueword feature. The motivation is that rare keyterms
can still be relevant. In such situations these keyterms usually follow cuewords like “called as”, or “defined
as”. In this context, the keyterm candidates were given another relevance score based on their frequency
after some cueword. The resulting scores are then used as features in a Naive-Bayes classifier (Russell and
Norvig, 2003). This is a disadvantage over the previous studies, since training corpora need to be available.
The evaluation of the implemented technique was carried out on 16 lectures from different domains and
a 0.55 value in F -measure was obtained. The results lead to the conclusion that using both the local span
and dispersion together with the cueword weighting scheme positively impacted the results.

2.1.3

Pseudo-Supervised Keyterm Extraction

Lee et al. (2014) present a pseudo-supervised method for specifically extracting keywords. This work
combines ranking-based and supervised techniques described previously. The method starts by considering
as candidates all words tagged as nouns. Then, each candidate keyword kwi is assigned a score based on a
topic coherence measure. The rationale is that words with a coherent context are more likely to be keywords.
For example, in an NLP-related course, the keyword “perplexity” is usually surrounded by context words
such as “language model” or “entropy”; on the other hand the word “equation”, which is not a keyword,
is usually close to words that come from different contexts. Using the previous intuition, Lee et al. (2014)
applied a Probabilistic Latent Semantic Analysis (PLSA) model (Hofmann, 1999; Yi Kong and Lee, 2011)
to a database of lecture transcripts and obtained the corresponding probability distributions P (Tk |d). This
probability distribution relates a document d to a topic Tk . For each candidate kwi , the top M documents
with the highest frequency counts of kwi are selected as the context of kwi , denoted by the set Ci . Finally,
the topic coherence score corresponds to the average pairwise cosine similarity of the documents in Ci :
P
T C(kwi ) =

d,d0 ∈C(t),d6=d0

T (d, d0 )

M (M − 1)

,

(2.6)

where T (d, d0 ) is the cosine similarity between the PLSA topic distributions of d and d0 .
Each candidate is then assigned another score. This score is based on an entropy measure that uses the
probability distribution P (Tk |kwi ), which relates words to topics. Low scores are assigned to candidates
that focus on a small number of topics. In this context, the latent topic entropy LT E(kwi ) is defined as:

LT E(kwi ) = −

K
X
k=1

P (Tk |kwi )log(P (Tk |kwi ))

(2.7)
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The previously defined scores are multiplied to provide a final score, which is then used to mark the
top m candidates as pseudo keywords, while the remaining are considered to be non-keywords. Using these
labels a Support Vector Machine (SVM) classifier is trained. The features of the classifier also include
prosodic features, and lexical features (tf-idf, POS tags, etc.) (Chen et al., 2012). After training the classifier,
all the candidate keywords (including all the pseudo positive examples) are reclassified in order to obtain
the final decision of whether they are keywords or not.
For the evaluation, the implemented pseudo-supervised strategy was assessed in the Digital Speech
Processing lecture corpus mentioned in Section 2.1.1. The results showed that the proposed technique was
more accurate than a k-means (Liu et al., 2009) and a tf-idf approach, obtaining an F -measure value of 0.57,
which constitutes a 0.15 and a 0.21 improvement over the other techniques respectively.

2.1.4

Keyterm Graph

The previous work focuses on using keyterms to highlight certain parts of a document. Lee et al.
(2014) take a different approach by presenting a keyterm graph to support document navigation. The nodes
of the graph correspond to keyterms and relations between keyterms are represented by links between the
corresponding nodes. This is done by using a relationship function R(kti , ktj ) that describes the degree of
relationship of two keyterms kti and ktj . When the degree value surpasses a defined threshold the keyterms
are considered to be related. The following implementations of R(kti , ktj ) were described:
a) Co-occurrence Rate, which is based on how often kti and ktj appear in the same paragraph.
b) Word-level Context Coherence, where the set of all words in all paragraphs containing kti and the set
of all paragraphs containing ktj are used in a Dice similarity measure (Dice, 1945).
c) Latent Topic Similarity, based on the cosine similarity using a PLSA distribution.
d) Similarity in Latent Significance, which is parallel with the previous measure with the difference that
it tries to highlight relevant words in a topic.
e) Inverse Normalized Google Distance (Cilibrasi and Vitanyi, 2007), which is the inversely proportional
estimation of the possibility that kti and ktj appear on the same web page obtained from the Google
search engine using kti and ktj as queries.
An evaluation of the previous relationship functions was also made in the Digital Speech Processing
lecture corpus. The evaluation consisted in comparing the Graph Edit Distance (GED) (Gao et al., 2010)
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between the keyterm graphs obtained automatically and human-generated ones. The results showed that a
weighted combination of the Latent Topic Similarity and Similarity in Latent Significance functions yield
the best results, obtaining a GED value of 0.076. This led to the conclusion that using functions based
on semantic analysis is more effective for this task. The explanation for the underperformance of the other
relationship functions, up to a 0.136 increase in GED, is related with the fact that keyterms do not necessarily
co-occur in either the same course paragraphs or the same web pages.

2.1.5

Discussion

Having described the different keyterm extractions techniques, this section discusses the advantages and
shortcomings of using such techniques for improving document browsing. The main advantage of having a
list of keyterms from a document is that a user can easily grasp the overall topic of the document. This is
important as the user can quickly decide if the document contains the information he is looking for or not,
without skimming it. Despite this advantage, the problem of finding specific information is not properly
addressed. Users need to know which keyterm subset best describes the subtopic they are interested in. This
is a cumbersome task since the keyterms are only individually highlighted. Then, the users need to decide
exactly which highlighted keyterm they are going to choose, so that they can go to the part of the document
where it occurred. Even if the user can make all these decisions correctly, jumping to these points in the
document is not ideal. The problem is that keyterms do not represent accurate subtopic boundaries within a
document. Therefore, users will start examining the document without having the necessary context. In this
situation they need to perform extra skimming in the document to find the appropriate starting point.
Obtaining a keyterm graph instead of a simple keyterm list benefits document browsing. Keyterm
graphs serve as the backbone of the semantic structure of a document and, thus, users can easily find sets
of related keyterms that represent the subtopic they are looking for. Unfortunately, the link between the
keyterms in the graph and the document is done in the same way as if we had a keyterm list. Therefore,
users will incur in the same browsing pitfalls as before.
Given the previous analysis, we conclude that it is not possible to solely rely on keyterm extraction for
efficient document navigation. Even just considering the single document case, browsing is not as efficient
as it could be. Moreover, the identified problems would escalate when browsing multiple documents. In
this context, we propose the use of keyterm extraction in conjunction with another task that structures
documents: document segmentation. In this way, and considering this thesis goals, it would be possible
for users to efficiently perceive the content of a segment and find the information about a specific topic at
the appropriate place in the document.
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Data Driven Interactions for Document Structuring
A different approach to structuring documents consists of using the interactions users have with the doc-

ument instead of relying on lexical information. This is the case of the LectureScape browser (Figure 2.2),
which leverages student interactions to structure video lectures (Kim et al., 2014). This type of data driven
approach is becoming more relevant with the widespread use of Massive Open Online Courses (MOOCs),
since significant amounts of data on how students browse video lectures has become available.

Figure 2.2: LectureScape video lecture browser interface (Kim et al., 2014).

In LectureScape, one of the data driven features that allows efficient video lecture browsing is the
rollercoaster timeline. This is a 2D timeline where the vertical dimension at each point shows the amount
of navigation activity done by previous students. From the timeline graph, high interaction regions are
highlighted. Such regions are discovered by the Twitinfo algorithm (Marcus et al., 2011). This serves as an
indicator of which parts of the video lectures should be explored, as they were of particular interest to other
students.
Another interesting use of the interaction data is in the keyword search feature. In this context, the
interaction data is used for ranking the search results. The ranking is based on the number of views a
sentence containing the keyword has. After determining the keyword ranking, the corresponding words are
highlighted accordingly in the transcripts and in the timeline.
The last feature that distinguishes LectureScape from other video lecture browsers is the dynamic display of word clouds on top of the video. The goal is to address the low visual variation between frames and
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to help students recognize and remember major topics in a video lecture. The word clouds are calculated
based on tf-idf scores. All the transcriptions in the entire course are used for this purpose. Documents are
defined as the transcription sentences between two consecutive interaction peaks.
The evaluation of LectureScape was carried out through a user study. The participants were asked to
perform two types of learning tasks:

• Visual search tasks consisted of finding a specific piece of visual content in a video. For example, for
a video about tuples in Python, a visual search task asked: “Find a slide where the instructor displays
on screen examples of the singleton operation”.
• Problem search tasks consisted of finding an answer to a given problem. For example, for a video
about approximation methods, a problem search task asked: “If the step size in an approximation
method decreases, does the code run faster or slower?”.

For each of the tasks, a comparison was made between a baseline interface without the features that
required interaction data and LectureScape. In the study 12 participants performed 6 learning tasks: 4 visual
search tasks, and 2 problem search tasks. Half of the tasks were performed using the baseline interface and
the other using LectureScape.
For the visual search task two of the search targets were near the interaction peaks and two others were
not. The mismatch between the interaction peak and the targets was designed intentionally. This reflects
the fact that collective interests in a video do not necessarily correspond to results of queries. The results
in this task revealed that the participants took a similar amount of time to complete the tasks where the
targets were near the interaction peaks (baseline: µ = 80 seconds, σ = 73, LectureScape: µ = 85 seconds,
σ = 51). This difference was not statistically significant with the Mann-Whitney U test. In what respects the
tasks where the targets were not close to the interactions peaks, the LectureScape participants took longer
to complete them (baseline: µ = 90 seconds, σ = 50, LectureScape: µ = 117 seconds, σ = 44). But again,
the results were not statistically significant. The explanation for these results is related to the browsing
strategy used with LectureScape. Participants first inspect the interaction peaks, which leads them to parts
of the video distant from the target. Nonetheless, results show that LectureScape did not adversely affect
task completion times.
In the problem search tasks, participants in the LectureScape condition were slightly faster (µ = 96,
σ = 58) than the participants in the baseline condition (µ = 106, σ = 58), although the difference is not
statistically significant. Another interesting observation is the approach of the participants to solving this
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type of task. Because problem search tasks require some understanding of the context in order to provide
the correct answer, participants narrowed down the video to a specific section. When using the baseline, the
narrowing is done by using keyword search and then clicking on the video transcripts. For the LectureScape
case, participants resorted to the rollercoaster timeline and the interaction peaks it provides.
In the end of the study participants were also asked to answer questions on a 7-point Likert scale about
the overall task experience. The collected answers showed that participants believed they were both faster
(baseline: µ = 4.8, LectureScape: µ = 5.8) and more efficient (baseline: µ = 4.8, LectureScape: µ = 6.1)
when using the LectureScape interface. Results were statistically significant.

2.2.1

Discussion

The research work present in this section provides interesting insights for the work proposed in this
thesis. Results regarding the browsing efficiency of LectureScape were unclear. Upon the analysis of this
work, we hypothesize that the way the video lectures were structured was not ideal. One of the possible
problems is that users only have access to word clouds regarding the current position in the video. Therefore,
when performing a search task users need to go through all the interaction peaks to inspect their word clouds
and assess if the information they are looking for is there or not. Moreover, without further guidance users
may be biased to visit the highest interaction peaks. Perhaps a better strategy would be to design an interface
where users could see all word clouds associated with the corresponding interactions peaks. This would
resemble the strategy of the FAU lecture browser (Riedhammer et al., 2012). Another possible problem
is related to what the interaction peaks actually represent. The only information they provide is that users
needed to visit a part of a lecture multiple times, but the actual reason for why they did it is not explicit.
This can act as a double-edge sword, as we can be redirecting users to either an important part of the lecture
or to a part where the topic was not well explained. The latter case highlights a use case where structuring
a collection of related documents is important because even if we can detect poorly explained portions of a
lecture, we should also be able to automatically provide an alternative explanation from another document.
Despite the previously mentioned issues, the work still gives indications that properly structuring documents
can provide document browsing efficiency.

2.3

Topic Segmentation
Topic segmentation is a research area that has been applied to several different contexts (Allan et al.,

1998; Reynar, 1999; Galley et al., 2003; Lin et al., 2004) with the common goal of allowing users to easily
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browse through the content of a document. The identification of this type of structure is especially important because it indicates topically cohesive areas which are contextually self-contained, instead of isolated
keyterms that might be hard to grasp (Balagopalan et al., 2012).
The research area of topic segmentation is based on the lexical cohesion theory proposed by Halliday
and Hasan (1976). The theory proposes that text segments with similar vocabulary are likely to be in one
coherent topic segment. Thus, identifying topic segmentation boundaries can be done by detecting changes
in the vocabulary. Different approaches have been proposed to model the lexical cohesion phenomenon.
These techniques can be characterized by whether they are based on lexical similarity or on topic models.
Another important distinction between the different approaches is in how they model aspects related to
the specific medium from which the document comes. These aspects include: author’s style, spontaneous
speech, digression in topics, and subtle changes in the vocabulary. The last characteristic is related to the
fact that it is common for many documents to have a general topic that is referred to in the different subtopics
that occur throughout the full document. This characteristic will be addressed, with several adaptations of
existing algorithms described in the next sections.

2.3.1

Topic Segmentation Based on Lexical Similarity

The following sections describe different approaches to the topic segmentation task that model lexical
cohesion through the use of lexical similarity measures.

2.3.1.1

Sliding Window Approaches

One of the most influential algorithms in domain-independent topic segmentation is TextTiling (Hearst,
1997). The algorithm models lexical cohesion using a sliding window (e.g. 120 words) across the document
with a certain interval (e.g. 20 words). Then, the similarity of consecutive windows is computed using
the cosine measure. The result of this process is a similarity plot. The next step consists of determining
which points of the similarity plot correspond to downhills (minimums). These are then marked as possible
segmentation boundaries. The following score is assigned to each Sj downhill point:
downhill(Sj ) = Sj−1 − Sj + Sj+1 − Sj

(2.8)

After calculating all downhill(Sj )s, the corresponding mean x̄ and standard deviation σ values are
computed. Finally, if the relation downhill(Sj ) ≥ x̄+σ is satisfied, then Sj is considered as a segmentation
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boundary.
Given the specific characteristics of segmenting audio documents that contain spontaneous speech,
some authors perform an adaptation on the original TextTiling algorithm. For example, the VoiceSeg algorithm (Repp and Meinel, 2006) computes features based on the notion of lexical chains, which capture topic
changes based on the beginning and end of strong term repetitions. Each term creates a lexical chain by connecting their respective occurrences throughout a document. These individual chains are merged if the time
difference between consecutive terms is smaller than a predefined threshold. Using the extracted chains,
a set of vectors is then produced. These vectors are obtained by marking points in the transcript spaced
by a fixed interval. The values of the vector correspond to the values of the lexical chains that intersect the
corresponding point in time. For example, in Figure 2.3 the vector a1 would have as values the counts of w1 ,
w2 , and w4 , from chains C1.1 , C2.1 , and C4.1 , respectively. In order to give more importance to chains that
appear infrequently, since these are more indicative of topic shifts than the ones that are more frequent, the
counts in the vectors are divided by the number of corresponding chains. After obtaining the vectors, the algorithm follows the original TextTiling approach, but the sliding window now simply compares consecutive
vectors.

Figure 2.3: Working example of lexical chains.

Another adaptation of TextTiling is by Balagopalan et al. (2012). The difference in this approach is
again the feature definition used in the similarity measure step of TextTiling. In this case the features target
automatically extracted keyterms using the approach already described in Section 2.1.2. After performing
the segmentation task, the obtained segments are associated with the corresponding keyterms, constituting
this way a summary of the concepts presented in that segment. This combination gives further support in
the document browsing task.
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The PowerSeg algorithm (Lin et al., 2004) also corresponds to an adaptation of TextTiling. This approach distinguishes from the other by not using the bag-of-words model. Instead, the following features
were chosen: noun phrases, verb classes, word stems, topic words, head verb and noun, pronouns, and
cue phrases. The first five features are content-based, since they carry lexical information. The remaining
ones are discourse-based, since they describe the properties of the text surrounding the possible segment
boundaries. Noun phrases are used because they can represent higher level concepts in a document. Verbs
are useful in detecting topic shifts since they carry content information (Klavans and Kan, 1998). Topic
words correspond to terms that co-occur more than once and, thus, can also indicate topics shifts (Katz,
1996). All content features are weighted by the tf-idf measure. For discourse-based features, the score is
decreased when a pronoun is present in a 5-word range of a candidate segment boundary. The reason is that
pronouns usually substitute nouns or noun phrases that appear in the same topic. Additionally, if a cueword
is detected, the corresponding boundary score is increased since they typically indicate a change in topic.

2.3.1.2

Local Ranking

The C99 algorithm, developed by Choi (2000), is a domain-independent linear text segmentation technique. It addresses the problem of false positive segmentation boundaries caused by the language variation
that occurs in a document. For instance, in a document the introduction part is less cohesive than a section
about a specific topic. This issue is related to the use of similarity measures for the segmentation task. The
problem is the comparison between short none-cohesive sentences, making the similarity values unreliable.
The algorithm starts by building a sentence similarity matrix where the entries correspond to cosine similarity values. Standard text preprocessing (stop word removal and stemming) is applied prior to calculating
the similarity. To address the previous issue of comparing short sentences, a ranking scheme transforms the
original matrix. The ranking scheme consists of counting the number of neighboring matrix entries with a
lower similarity value. An illustrative example of this procedure, using a 3 × 3 neighborhood, is depicted in
Figure 2.4. In the example, the considered entry has 7 neighbors with lower similarity values. Therefore, the
corresponding ranking matrix entry is assigned a value of 7. This process is then applied to the full matrix.

Figure 2.4: A working example of similarity matrix ranking.
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The final step consists of using the rank matrix in a divisive clustering procedure for finding the segmentation boundaries. This procedure starts with a single cluster, corresponding to the full matrix, and in
each step splits the matrix in the entry that maximizes the following inside density function:

D=

m
X
sk
,
ak

(2.9)

k=1

where sk is the sum of the ranks of the neighboring segments of entry k, and ak its corresponding area.
The clustering stops when a threshold value is reached. This threshold is based on the following gradient
criteria:
δD(n) = D(n) − D(n−1)

2.3.1.3

(2.10)

Graph Partitioning

The research work carried out by Malioutov and Barzilay (2006) describes the MinCut algorithm, which
views the topic segmentation task as a graph-partitioning task. The main motivation for this approach is that
previous work, such as sliding window techniques and local ranking-based, only perform a local analysis
of the text. By doing so it is hard to model subtle lexical distribution variations that indicate segmentation
boundaries. This situation is common in scenarios that contain spontaneous speech. In order to address
this problem, modeling long-range dependencies between document sentences is beneficial. Framing topic
segmentation in a graph-partitioning task provides an abstraction that allows such modeling to be carried
out. The general idea is to abstract the text into a weighted undirected graph, where the nodes correspond to
sentences and the edges represent the pairwise similarity of the sentences. By having edges between distant
sentences long-range dependencies are taken into account.
Given the previous setup, the goal is to optimize the normalized cut criterion (Shi and Malik, 1997).
This problem is formalized by a graph G = {V, E}, where V is the set of nodes and E the set of edges. The
edges weights, w(u, v), define a measure of similarity between the nodes u and v. Considering the simpler
problem of partitioning the graph into two disjoint sets of nodes A and B, the cut value of a partition is
defined as the sum of the crossing edges between the two sets of nodes:
cut(A, B) =

X

w(u, v),

(2.11)

u∈A,v∈B

and, thus, the goal is to find A and B such the value of cut(A, B) is minimum. However, in order to be able
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to deal with the problem of little distribution variance, it is necessary to ensure that the two partitions are
not only maximally different from each other, but also that the intra-partition similarity is maximal. This
concept is formalized through the definition of partition volume:
vol(A) =

X

w(u, v)

(2.12)

u∈A,v∈V

The normalized cut criterion (N cut) is then defined as follows:
N cut(A, B) =

cut(A, B) cut(A, B)
+
vol(A)
vol(B)

(2.13)

Since we aim at segmenting lectures in more than two topics, the established N cut criterion needs to be
extended to a k-way normalized cut:
N cutk (V ) =

cut(Ak , V − Ak )
cut(A1 , V − A1 )
+ ... +
vol(A1 )
vol(Ak )

(2.14)

Finally, efficiently solving the problem of minimizing the normalized cut criterion can be achieved through
a dynamic programming algorithm, given the constraint that the cut we are looking for corresponds to a
linear segmentation. By this we mean that all the nodes between the leftmost and the rightmost parts of a
partition belong to that particular partition.
Before constructing the graph, a set of text preprocessing techniques is applied. The words are stemmed
using the Porter stemmer (Porter, 1997) in order to control for sparsity. Also, words are filtered using a list
of stop words. After this stage, the similarity of sentences is computed using the cosine similarity measure.
The counts of the words in the vector representation of the sentences are smoothed by adding the counts
of words that occur in adjoining sentences. These counts are then weighted according to their distance to
the current sentence. The final refinement made to the vector representation consists of applying the tf-idf
measure. In this case the lexical weighting is done considering single documents, where each of them is
divided in N chunks. This is done because a word might be very significant and only appear in a few
documents.

2.3.2

Topic Segmentation Based on Statistical Models

The following sections describe various approaches to the topic segmentation task that model lexical
cohesion through the use of statistical models.
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2.3.2.1

Unsupervised Bayesian Segmentation

The BayesSeg approach (Eisenstein and Barzilay, 2008) translates lexical cohesion into a Bayesian
setting by computing compact and consistent distributions. This is done by modeling the segment words as
draws from a multinomial language model. This means that if a sentence t is in segment s, the corresponding
bag-of-words xt was drawn from the language model θs . The observation likelihood is defined as follows:
p(X|z, Θ) =

Y

p(xt |θzt ),

(2.15)

t∈T

where X is the set of bag-of-words representations of all sentences, T , in a document, Θ is the set of all
language models, and z is a vector assignment that relates xt to its corresponding language model, θzt .
In order to avoid searching the language models space, a marginalization is done using the Dirichlet Compound Multinomial (DCM) (Johnson et al., 1997). The DCM expresses the expectation over all
language models when conditioning on a Dirichlet prior, Dir. The model is then rewritten as follows:
p(X|z, Dir) =

Y

pdcm ({xt : zt = s}|Dir),

(2.16)

s∈S

where S is the number of segments obtained, and pdcm refers to the DCM distribution, more concretely:
pdcm ({xt : zt = s}|Dir) =

Γ(

P

Y Γ(#(w, s) + |V |×Dir)
Γ(|V |×Dir)
,
#(w, s) + |V |×Dir)
Γ(Dir)

w∈V

(2.17)

w∈V

where |V | is the vocabulary size, #(w, s) the count of word w in segment s, and Γ the Gamma function.
Given the previous model, the inference is made on a matrix similar to the one in Figure 2.1. Each
(ti , tj ) entry corresponds to the likelihood of a segment that begins on the ti sentence of a document and ends
at the tj sentence. For example, entry (t2 , t4 ) contains the likelihood value obtained by using Equation 2.17
considering just t2 , t3 , and t4 . This means that a DCM distribution is being fitted to all possible segments.
The likelihoods in the matrix only provide values for individual segments, thus we still need to calculate
the likelihood for the full segmentation of the document. This is done by using dynamic programming,
iteratively computing the best segmentation up to a sentence ti .
The algorithm starts on the (t1 , t1 ) entry and computes the likelihood of having a segment with just
sentence t1 . Since this first iteration only tries to compute the best segmentation up to t1 , obtaining this
value is trivial since only one segmentation is possible. This is done by a straightforward application of
Equation 2.17 where z only assigns t1 to a segment s. The next iteration computes the best segmentation
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Fig. 2.1: Segment likelihood matrix. The matrix is symmetric, thus, only part of it needs to be considered.
up to sentence t2 , which is done by going through the second line of the matrix. Since there are two
entries on this line, two segmentations are possible: one with a segment containing t1 and t2 , and another
with a segment containing t2 plus the best previous segmentation. The likelihood of the first segmentation
corresponds to the value on the (t2 , t1 ) entry. The likelihood value for the latter case corresponds to the sum
of the (t1 , t1 ) and (t2 , t1 ) entries. This is the simplest case because we are only computing a segmentation
up to t2 , and, thus, the only previous segmentation is the one with the t1 sentence. In general, we need to
take into account that other segmentation possibilities exist.
In order to solve the previous problem, at the end of the iteration the entry that provided the highest
likelihood is retained, which corresponds to the dynamic programming part of the algorithm. Therefore, for
each entry of the line being iterated we need to know the best possible segmentation obtained previously. For
example, when the algorithm reaches entry (t3 , t5 ) we need to sum the likelihoods of the segment {t3 , t4 , t5 }
with the highest likelihood that we could obtain by segmenting the remaining sentences of the document
(t1 and t2 ). The algorithm terminates when the last entry of the matrix is reached, meaning that the best
segmentation for the full document was found.

2.3.2.2

Probabilistic Latent Dirichlet Allocation Segmentation

The work by Purver et al. (2006) takes a set of Latent Dirichlet Allocations (LDAs) for modeling topic
distributions that correspond to document segments. The novelty in this work is in the use of topic mixtures
in a Bayesian segmentation model. The intuition is that a single segment might make reference to multiple
topics, and this should be reflected in the underlying segmentation model; this concern is similar to the
language variation problem identified in Section 2.3.1.2. It should be noted though that the overarching goal
of the model is still to obtain segments with sentences that have a high probability of being drawn from the
same topic distribution. Similarly to BayesSeg (Section 2.3.2.1), this is only possible if this topic distribution
assigns a significant portion of its probability mass to a specific set of words from the vocabulary. Therefore,
connections to the lexical cohesion theory are still present here.
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The general idea of the model is to consider each sentence as being generated from a specific distribution
over topics, where each topic is in turn a probability distribution over words. The model assumes that there
is a high probability of a sentence t having the same distribution over topics as t − 1; otherwise a new
distribution over topics is sampled. This is done by associating a binary switching variable to each sentence,
indicating whether its topic is the same as the previous sentence. Therefore, the changes in these variables
correspond to the segmentation of the document.
The switching variable ct , is in the designed probabilistic model, it indicates if a change in the distribution over topics occurred at the tth sentence. Each sentence t is associated with a specific distribution
over topics θ(t) , which is a multinomial distribution over K topics. The probability of a specific topic k is
(s)

(t)

(t−1)

represented by the variable θk . When ct = 0, a change in topic did not occur. Therefore, θk = θk
Otherwise

(t)
θk

.

is drawn from a symmetric Dirichlet distribution with parameter α. The formal definition of

the distribution is thus:

 δ(θ(t) , θ(t−1) )
ct = 0
(t)
(t−1)
k
k
P (θk |ct , θk
)=
,
Q
(t)
 Γ(Kα ) K (θ )α−1 c = 1
t
K
k=1 k
Γ(α)

(2.18)

where δ is the Dirac delta function, and Γ the gamma function. The previous distribution associates t to a
specific topic mixture θ(t) . From this topic mixture it is necessary to sample a specific topic for each word
i in s. This process is represented by the topic assignment variable zs,i , sampled with P (zt,i = k|θ(t) ).
In turn, the individual sampled topic Kj is a multinomial distribution φ(j) over words. The probability of
(j)

the word w under that topic is represented by φw . The sampling procedure of a word wt,i from φ(j) is
then defined as P (wt,i = w|zt,i = j, φ(j) ). Finally, φ(j) is assumed to be generated from a symmetric
Dirichlet(γ) distribution.
A visual representation of the joint distribution over all of the defined variables and their dependency
structure is shown in Figure 2.5. From the figure it is possible to conclude the model has a hierarchical
structure. At the top of the hierarchy it is decided if a new segment is about to start in the document (ct ). In
the positive case, the next level of the hierarchy samples a topic mixture distribution θ(t) . Finally, in the last
level of the hierarchy, words in an sentence are sampled from a topic distribution φ(j) . This hierarchical segmentation model affords the segmentation task in multi-document scenarios to some extent. The limitation
is the assumption that segmentation is a linear process, which only allows the exploration of chronological
dependencies between documents.
The inference procedure on the developed model is made by integrating out the parameters θ, and φ
using Bayes rule. The posterior distribution is then sampled with a Gibbs sampler. A detailed description of
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Figure 2.5: Graphical model explaining the dependencies among the variables in the segmentation model.
this process is provided in Purver et al. (2006).
The work presented in this section introduces the modeling of document segments using topic mixtures.
This is an important aspect since a document segment can refer to many subtopics. Again, this work does not
explore a scenario where multi-documents are given for segmentation. Therefore, in this thesis we propose
the study of statistical models that model topic mixtures in a multi-document scenario.

2.3.2.3

Structured Topic Model Segmentation

The work by Du et al. (2013) also presents a segmentation model based on topic modeling. Part of
the model is similar to Purver et al. (2006), since it is also considered that sentences from a given segment
are generated from the same topic distribution. The difference is that the segment-level distributions are
additionally associated with a higher-level topic distribution that models the topic structure of the whole
document. In this framework, this higher-level topic structure represents the main ideas of the document,
whereas the segment level topics represent the sub-ideas of the document.
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The proposed model assumes a corpus of D documents, each document d consists of a sequence of td
sentences, and each sentence t contains a set of words denoted by wd,t . The model is then based on:
Modelling topic boundary: each document is associated with a specific topic shift probability πd , a
Beta distributed random variable (πd ∼ Beta(λ0 , λ1 )). The topic shift distribution is then associated with a
boundary indicator variable ρd,t , which is Bernoulli distributed with parameter πd (ρd,t ∼ Bernoulli(πd )).
This variable indicates whether there is a topic boundary after sentence t or not. Consequently, the sequence
of ρ’s defines the underlying segmentation of the document. For example if a sequence of draws for each text
passage corresponds to the vector ρ = (0, 0, 1, 0, 1, 0, 0, 1), three segments are obtained, namely: {1, 2, 3},
{4, 5}, {6, 7, 8}.
Modelling topic structure: each document d is also associated with a document level topic distribution
µd , which is drawn from a Dirichlet distribution with parameter α. In this case, the sentences in a topic
segment s in d are generated from νd,s . A Pitman-Yor Process (Pitman and Yor, 1997), with discount
parameter a and concentration parameter b, links µd and νd,s (µd ∼ PYP(a, b, νd,s )), forming in this way a
topic hierarchy. This aims at capturing the fact that some of the discussed topics can be variants of topics
from the whole document.
The formal description of the previous generative process is depicted in Figure 2.6, and should be
interpreted as follows:

1. For each topic k ∈ {1, ..., K}, draw a word distribution φk ∼ DirichletW (γ).
2. For each document d ∈ {1, ..., D},
(a) Draw topic shift probability πd ∼ Beta(λ0 , λ1 ).
(b) Draw µd ∼ DirichletK (α).
(c) For each sentence t ∈ {1, ..., Td−1 }, draw ρd,t ∼ Bernoulli(πd ).
(d) For each obtained segment s, draw νd,s ∼ PYP(a, b, µd ).
(e) For each text passage u ∈ {1, ..., Ud−1 },
i. Set segment sd,t = 1 +

Pu−1
v=1

ρd,v .

ii. For each word index n ∈ {1, ..., Nd,t },
A. Draw topic zd,t,n ∼ DirichletK (νd,sd,u ).
B. Draw word wd,t,n ∼ DirichletK (φzd,t,n ).
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where sd,t indicates to which segment sentence t belongs to. The number of topics in the Dirichlet distribution is known and fixed, and word probabilities are parameterized with a K × W matrix Φ = (φ1 , ..., φK ).
The posterior inference made on the model is based on a collapsed Gibbs sampling algorithm that performs
an approximation by integrating out some latent variables (i. e., µ’s, ν’s, and πd ’s). For a detailed description
of the procedure refer to Du et al. (2013).

Figure 2.6: The topic segmentation model (Du et al., 2013).
The work on structured topic presents a model where, at a high level, documents are treated as set of
main topics. At a lower level, sentences belonging to a segment are regarded as sub-topics of the document.
This captures the natural way that documents are organized. Therefore, in this thesis we are interested in
how to bring this type of model expressiveness to our task of segmenting multiple documents.

2.3.3

Topic Segmentation Evaluation

This section describes the different studies that compare the previously described topic segmentation
algorithms.
The adaptation of TextTiling developed by Balagopalan et al. (2012), described in Section 2.3.1.1, was
evaluated in a corpus of 25 manually transcribed lectures from different domains. The adopted evaluation
metrics were Pk and W indowdif f (Hearst, 1997), which are the most widely used metrics for the topic
segmentation task. Pk estimates the probability that two words chosen from a document are correctly identified as belonging to the segment or not. This is done by sweeping the corpus and checking all pairs of words
at a fix distance k. The W indowdif f metric is similar to Pk , with the difference that it counts the number
of boundaries between the words and gives a penalty if discrepancies in these counts regarding a golden
standard are found. The results showed that using keyterms as features in the original TextTiling yield the
best results, with an average of 0.4 in both evaluation metrics. This represents a 0.18 and 0.09 improvement
over the two other algorithms tested, the original TextTiling and C99 respectively. The proposed algorithm
performed better consistently in all individual lectures with the exception of an introductory lecture. The
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reason maybe is that there is substantial language variation throughout this lecture, since it is a general
overview of the course, and, thus, many false positives were obtained.
In another experimental setup carried out by Lin et al. (2004), the PowerSeg algorithm (Section 2.3.1.1)
was tested with different sets of features, so that their influence could be determined. The evaluation used a
corpus of 3 manually transcribed lectures (1 from an Internet search engine course, and the remaining from
a Database course), and the adopted evaluation metrics were precision, recall, and F -measure. The results
showed that a combination of noun phrases, cue phrases, and pronouns obtained the best performance, with
0.77, 0.68, and 0.72 respectively. This corresponds to improvements of 0.21, 0.12, and 0.16 over a TextTiling baseline. As for as the performance of the different sets of features is concerned, the improvements
were much smaller. For instance, when comparing to just using noun phrases, the precision results are the
same, the recall improves 0.01, and the F -measure improves 0.02. In spite of these small differences, they
demonstrated that combining content-based and discourse-based features improves the results.
The MinCut algorithm (Section 2.3.1.3) was evaluated using a set of 55 automatically transcribed lectures - 33 from a Physics course and 22 from an Artificial Intelligence course - as well as a synthetic
dataset. For the latter case, the MinCut approach obtained better performance with 0.33, and 0.36 in Pk
and W indowdif f respectively (an improvement of 0.07 and 0.05 over C99). Another important result is
that varying the number of edges connecting sentences impacts the results significantly. Therefore, the hypothesis that long term dependencies should be modeled in the context of a topic segmentation task was
confirmed. As for the synthetic dataset, the results were the opposite, with C99 performing better. The
explanation maybe that the segments in this dataset are randomly selected from widely-varying documents
in the Brown corpus. Therefore, there are no genuine long term dependencies that can be modeled.
Finally, Repp and Meinel (2008) carried out an experimental evaluation on the C99, VoiceSeg, and
MinCut algorithms. The evaluation used a single lecture from a course regarding the World Wide Web.
The lecture had a length of approximately 100 minutes and used automatically obtained transcriptions. C99
was the best performing algorithm with a score of 0.42 in the Windowdiff metric, obtaining a 0.18 and 0.02
improvements over the VoiceSeg and MinCut approaches. It is also interesting to observe that a baseline
algorithm based on a speech pauses heuristic was actually the best one with a score of 0.37. Even though
these results contradict the previous studies, since the C99 performed better, they should be taken with a
grain of salt because the evaluation was on a small amount of data and a much limited amount of topic
variability (only one lecture was used).
The paper by Du et al. (2013) presented an evaluation that compared their approach to MinCut,
BayesSeg, and Purver et al. (2006). The techniques were compared in 4 different domains: transcribed
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meetings, medicine textbook, fiction books, and election debates. The evaluation metrics here were Pk
and Windowdiff. The results obtained showed that the approach proposed by Du et al. (2013) was able to
surpass others in almost all cases. The only exception was the fiction domain, where BayesSeg obtained
better results for both evaluation metrics. The authors argue this is due to the fact that the fiction domain has
subtle topic changes that are hard to capture. BayesSeg might have an advantage in this situation since each
segment is associated with a single topic. Therefore, topics are not shared among segments.
Given the previous studies, there is no one single best topic segmentation algorithm, since they have not
yet been extensively compared to one another. Nevertheless, it is possible to say that each of them individually showed that their particularities were able to bring improvements to more traditional algorithms such
as TextTiling and C99. For example, MinCut showed that taking into account long distance dependencies is
important for segmentation, and PowerSeg showed that combining content-based discourse-based features
is advantageous.

2.3.4

Discussion

Having described the different approaches to segmentation above, this section discusses how topic
segments can be used to improve document browsing and enumerates the limitations of the segmentation
techniques for multi-document cases.
The automatic identification of topic boundaries in documents addresses the lack of context problem
that other ways of highlighting the content of a document, such as keyterms, present. This means if users
browses to a topic boundary, they should be able to grasp the corresponding content without further skimming the document. Some exceptions, related to the user own knowledge, might exist. For instance, users
might need to know the content of other document segments since they have a pre-requisite relationships
with the current one. Despite allowing access to contextually contained areas of documents, this is insufficient for providing efficient browsing, as the work by Kim et al. (2014) suggests. This is related to the fact
that user’s might not be interested in all segments. Therefore, it is necessary to provide ways of quickly accessing the desired segments. This gets us back to the problem that keyterm extraction tries to solve: quickly
grasping what a document is about. Therefore, a combination of these two different techniques should be
applied. The result would be documents segmented in topically cohesive areas with keyterms associated to
each segment.
Another important aspect to discuss in document segmentation work is that the current techniques do
not contemplate at all the segmentation of multiple documents. This impairs the exploration of important
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regularities in related documents, so that an overall better document segmentation can be obtained. These
regularities include overlapping vocabulary, which can be used to better estimate language models, and
common topic sequences. The latter case can be associated with the work described in Section 2.3.2.3,
where a variable to account for the topic structure of the whole document is included in the model. The
problem is that the model treats each document individually. Moreover, it is necessary to specify the number
of topics a priori. This is a particular disadvantage for our multi-document scenario, where it is even harder
to give an estimate of the number of topics that the documents contain. Given that this thesis aims at
browsing collections of related documents, it is important to investigate how to properly model document
segmentation. Therefore, is it important to take into account properties that are shared by the different
documents in order to leverage the segmentation procedure.

2.4

Cross-Document Relation Identification
The identification of relations between the different parts of documents is crucial for enabling efficient

browsing in a set of related documents. The different approaches to this problem can be characterized by
the level of granularity at which the cross-document relationships are identified. Recapping the taxonomy
described in Section 1.1, Figure 1.1, the different types of relationship are: Sentence to Sentence (s2s), Document to Keyterm (d2kt), Document to Sentence (d2s), Document to Topic Segment (d2ts), and Document
to Document (d2d). The following sections are organized according to this criterion.

2.4.1

Keyterm to Document Relations

In this section, a description of the related work that performs the cross-document relationship identification of the d2kt type is provided.
The work by Jones (1999) describes the Phrasier system, which links keyterms in a document to other
related documents. The keyterms are automatically extracted using the approach in Frank et al. (1999),
which uses a Naive-Bayes classifier with tf-idf features. The creation of the cross-document links is based
on the exact match of the extracted keyterms across different documents.
The quality of the links discovered by Phrasier was determined by 6 judges. Two articles were given
as input to Phrasier which had to find relationships in a Human Computer Interaction document collection (Perlman, 1993). The top 10 links were then given for the judges to classify on a scale from 1 (irrelevant) to 7 (highly relevant). The mean score obtained was 4.13 with a standard deviation of 1.67. The
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results showed a substantial variation between the score of the top and bottom documents. One possible
explanation is that, although the input articles generally mention topics from the collection, the primary
focus of the articles is different. Therefore, the overlap between the input articles and the ones contained in
the collection is limited. Considering just the top 3 links the results reach a 5.25 score. This value is on the
positive side of the scale, giving evidence that the system is able to identify links across different documents.
The previously mentioned Wikify! system (Mihalcea and Csomai, 2007) extracts keyterms and relates
them to Wikipedia articles. The problem is the ambiguity of the keyterms. For example, if the keyword
“bar” is extracted from a document about music, then it is necessary to relate it to an article with the same
context. Therefore, the task of relating keyterms and Wikipedia articles is treated as a disambiguation problem since keyterms can have multiple Wikipedia articles linked to them. For this purpose two approaches
were developed. One is knowledge-based, inspired by the Lesk algorithm (Lesk, 1986). The idea of this
approach is to find the maximum overlap between the paragraph where the keyterm was extracted and the
different possible articles. The second approach is data-driven and uses a Naive-Bayes classifier. For each
occurrence of the keyterm a feature vector is extracted. The features are the POS tag of the word, a local
context of three words to the left and right of the keyterm, and the POSs of these context words.
The previous approaches were evaluated in the same dataset as the keyterms extraction task (85
Wikipedia articles containing 7286 keyterms). For this evaluation the annotated keyterms were used instead of trying to automatically extract them. The idea is to assume that the keyterm extraction task is done
perfectly, which avoids error propagation when evaluating the task of relating keyterms to Wikipedia articles.
The evaluation metrics used were precision, recall, and F1 . The knowledge-base approach obtained scores
of 0.81, 0.72, and 0.76 respectively. The Naive-Bayes was more efficient with 0.93, 0.83, and 0.88 scores.
These high values showed that the task of relating keyterms to Wikipedia articles can be done appropriately.
After having described the related work on automatic d2kt relation extraction, we now discuss the
disadvantages of structuring document using this type of relation. Figure 2.7 presents an example of this
type of relationship. The example is in an educational domain, more concretely on Adelson-Velsky and
Landis’ (AVL) trees, a subject commonly taught in Computer Science curricula. The text on the example
corresponds to manual transcripts taken from two video lectures in this topic. In this case, the target word
in the relationship is “BST” (Binary Search Tree), which is linked to document D2 . From this example it is
possible to understand why d2kt relationships are not helpful when it is necessary to find specific information
in a document. In D2 there are multiple occurrences of the word “BST”, indicating that the word is used in
different subtopics of the lecture. The problem is that from the word we can only reach a document, which
gives no indication of the context were the word was used. Even if the word is highlighted in D2 , such
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as in the example, we still would not know which of the occurrences is the appropriate one. This actually
corresponds to keyterm highlighting, and, thus, the same problems discussed in Section 2.1.5 would occur.

Figure 2.7: Example of a d2w cross-document relationship.

2.4.2

Document to Document Relationships

A different type of relationship that can be established is d2d. The work by Shen et al. (2015) uses
these relationships to structure lectures in MOOCs. The motivation is that the default way of searching for
content in MOOC platforms is to enter a query and examine the retrieved list of courses. The problem is
that a single course might not have all the important information for the student, thus not fully covering
their learning needs. This situation impairs students, as they will not be able to grasp the bigger picture of
a certain topic covered in different courses. To address this problem, the following relations between the
individual video lectures of the courses are identified: overlapping content, and prerequisite relationships.
After having identified such relations, it is possible to structure the lectures in a graph (Figure 2.8). Such
graph enables efficient personalized learning, since students can easily select different learning paths.

Figure 2.8: Graph structure of courses X, Y , and Z. Dashed lines represent equivalence relationships, and
full lines represent prerequisite relationships (Shen et al., 2015).
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The process of finding equivalence relationships between lectures is based on the optimization of a
function that expresses the structure of the lecture graphs:
F (L) =

X

S((xi , yj )) − λ1 C(L) − λ2 |L|

(2.19)

X

(2.20)

(xi ,yj )∈L

C(L) =

c((xi , yj ), (xi0 , yj 0 ))

(xi ,yj ),(xi0 ,yj 0 )∈L


 |i − i0 |+|j − j 0 |, if j < i0
c((xi , yj ), (xi0 , yj 0 )) =
 0, otherwise

(2.21)

where L represents a set of (xi , yj ) similar lecture pairs, with xi belonging to course X and yj to course Y.
The term S((xi , yj )) corresponds to a similarity value between all pairs of lectures in L. This value corresponds to an average of different similarity values based either on: cosine similarity, latent topic analysis,
or syntactic parse tree. In this context, both the lecture transcripts and titles were used. The term C(L)
represents the accumulated degree of edge crossover in L. Larger values of |i − i0 |+|j − j 0 | indicate that the
crossover happened between distant lectures, which is not desirable. This means that it is assumed that all
courses follow the same temporal order, although some lecture might not exist in all of them. The last term
in Equation 2.19 penalizes L sets containing a high number of lecture pairs. Finally, λ1 and λ2 are tunable
parameters.
Given the previous definitions, the optimal set L is found by using a greedy algorithm. In each iteration
the algorithm adds the pair of lectures that most increases F (L).
The task of identifying prerequisite relations is performed in a supervised manner using an SVM approach. The features used are derived from the top-n most frequent words. The values for these features
correspond to the average value of the following weighting schemes:
• tf-idf
• Semantic depth in Wordnet: given a word w, the corresponding hypernymy tree from Wordnet is
traversed back to the root. The weight value then corresponds to the number of steps taken to reach
the root.
• Late occurrence ratio: for a course of m lectures, if a word w appears for the first time in the l-th
lecture, its weight corresponds to weight(w) =

l
m.

Larger weight values imply that w appeared later

in the course.
In addition to the previous weighting schemes, a word embedding representation is also used (Mikolov
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et al., 2013). The top-n most frequent words were used as queries to retrieve Wikipedia articles. These
articles served as the training corpus for the word embedding model. In the end, for each word that was
used as a query, a words-embedding vector is associated with it. Finally, the embedding vector is multiplied
together with the previously mentioned weights when calculating the average of the feature value.
For the evaluation procedure, two domains were assessed: NLP, and General Chemistry. For each of
them, two courses from the Coursera platform were used. In total, 204 different lectures were collected.
For the NLP courses, three experts annotated all pairs of lectures with labels indicating if their content was
similar or not. This was used as a gold standard for the lecture linking task. The precision, recall, and F1
metrics were used in the evaluation. The results obtained were 0.54, 0.55, and 0.54, respectively. It should
also be noted that this approach was 0.05 better in F1 when compared to a strategy that just linked lectures
whose S((xi , yi )) value was over a given threshold. This supports the assumption that for this task it is
important to take into account temporal order in which lectures occur within a course.
For the prerequisite relations identification task, it was assumed that for two lectures in the same chapter
of the same course, the one appearing earlier is a prerequisite for the following one. In this evaluation the
accuracy measure was used in a two-fold cross validation procedure. The results obtained were 76% and
67% for the NLP and Chemistry domains respectively. Strategies that only used subsets of the weighting
schemes performed poorly (best results were 69.4% and 66.6%), indicating that these features were useful.
The last performed evaluation was a user study. The goal was to provide evidence that a graph that
depicts similar content and prerequisite relations is beneficial for learning. For this purpose three different
interfaces were given to users to compare. The first corresponds to a simple list of lectures. The second
linked video lectures in a graph structure, and ordered them randomly. The last interface is the proposed
graph representation displaying both types of relations (overlapping content and prerequisite) and in the
order they appeared in the corresponding courses. The interfaces were generated for the NLP domain. The
interfaces were then shown to 13 users who had knowledge of NLP. The users were asked, in scale from 1 to
5 (“strongly disagree” to “strongly agree”), if they agreed that the interfaces helped learning. The results of
the questionnaire showed that 53.8% of the users strongly agreed that the proposed interface is beneficial for
learning. Also, 43.6% of the answers gave the second best rank (“agree”). A different scenario was observed
in the plain list interface, where only 5.1% of the users answered strongly agree. The most frequent answer
was “agree” (46.2%), followed by the “neither agree nor disagree” answer (35.9%). Finally, the random
order interface performed the worst with 51.3% of the answers corresponding to “strongly disagree”.
Another example where d2d relationships are established is described in Shahaf et al. (2012a,b). In
this work the problem of structuring a set of related news articles is addressed. The goal of the structuring
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process is to highlight the most relevant topics in the news articles and their corresponding interconnections.
This motivation stems from the fact that search engines simply output a list of web pages and do not even
make an attempt to structure the results. This is a problematic drawback when we want to understand the
bigger picture of a complex topic that encompasses many actors that spans across multiple documents. The
problem is that such complex topics are not linear, since they can interweave in many different ways.
In addressing the previously identified issues, Shahaf et al. (2012a) developed a document structuring
scheme based on the metro map metaphor. A metro map of documents consists of a set of lines, which can
intersect each other. Each individual line follows a coherent narrative thread, covering a specific aspect of
the main topic. In turn, each metro line is composed of a set of metro stops. These metro stops correspond
to clusters of words that are obtained from documents that occurred in the same time span. Associated to
each metro stop are the corresponding documents that originated them. Therefore, the words in the clusters
should be representative of the content of the documents. Finally, metro maps are also characterized by the
intersections of their lines. These signal that different aspects of a topic have some sort of relation.
An example of a metro map for the topic of “Israel” is depicted in Figure 2.9. It is possible to observe
that the metro map is useful when exploring this complex topic. By following a line it is possible to realize
that the underlying information is coherent, because it covers a particular aspect of the topic. In the example, the lines revolve around Iran (green), Gaza (blue), US diplomacy efforts (red), religion (yellow), and
the flotilla incident (purple). This would be much harder to grasp with just a list of news articles organized
chronologically. Another important observation is that the intersections render the links between the different lines more explicit. For example, the Gaza and US diplomacy lines intersected during the visit of the US
envoy, and the flotilla incident is related to the Gaza blockades.

Figure 2.9: Metro Map for the “Israel” topic (Shahaf et al., 2012a).
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In order to automatically obtain appropriate metro maps, it is necessary to characterize what exactly a
“good” metro map is. In this perspective, Shahaf et al. (2013) defined the following guidelines:
• Cohesiveness: the words in a metro stop should be closely related to one another during the corresponding time period.
• Coherence: following a metro line should give the user a clear understanding of story evolution.
• Connectivity: the metro line intersections should express the natural structure of the main topics of
the metro map. That is, it should reflect how different aspects of the topic intersect, split and merge.
• Coverage: the lines in the metro map should cover different aspects that are important to the user and
avoid redundancy.
The final concern in the development of metro maps was the ability to express information at different
possible levels of granularity, according to the users’ preferences. In this sense, metro maps support multiresolution. The higher levels of zoom show only the major lines. As users zoom in, finer details begin to
appear in the form of new metro lines that intersect the main ones. This feature is important since some
users are only interested in a high level overview of a topic, while others need more details.
The first step in the generation of metro stop candidates consists of grouping the documents in time
slices with a predefined value. A co-occurrence graph is then obtained from each time slice. Each node in the
graph corresponds to a word. The edges connecting the nodes have a weight that corresponds to the number
of times the words co-occurred in different documents. Only the top 50 tf-idf words of each document were
considered. Finally, the graph is pruned by removing edges whose weights are less than 5% of the maximum
achievable weight. This strategy disregards both rare and overly popular words, while favoring words that
co-occurred frequently. This is in line with the previously defined Cohesiveness guideline.
After obtaining the co-occurrence graph, the generation of the clusters of words to represent the metro
stops is viewed as an overlapping community detection task (Palla et al., 2005). In this scenario the discovered communities are expected to have a dense overlap, since words belonging to multiple communities are
more likely to co-occur. Given this premise, the BigClam (Yang and Leskovec, 2013) overlapping community detection algorithm was used, since it encourages the discovery of such dense overlapping communities.
In BigClam, each node w has a latent nonnegative membership weight Fwc to each community c. Given
Fwc , Fuc , an edge between nodes w, u is created with probability:
P (w, u) = 1 − exp(−

X
c

Fwc Fuc )

(2.22)
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Equation 2.22 is able to model dense communities because nodes w and u would have a higher edge
probability, due to the summation in the equation, if they belong to multiple communities. The training of the
weights F is based on maximum likelihood estimation using a block coordinate gradient ascent approach.
It optimizes likelihood l(F ) = P (G|F ), of a community membership matrix F given a graph G:
argmax l(F )
F ≥0

X

log(1 − P (w, u)) −

X

P (w, u)

(2.23)

(w,u)∈E
/

(w,u)∈E

When the learning procedure of Fwc is completed, a node w is considered to belong to a community c
if Fwc > δ, for a predefined threshold. The resulting communities are considered as metro stop candidates.
After finding the candidate metro stops, it is necessary to put them together in order to obtain a set of
Coherent candidate metro lines. This is done by looking for lines that are composed of metro stops sharing a
common subset of words. Since Coherence is a global property, the subset of words should occur throughout
the whole line and not only between pairs of metro stops.
The previous problem can be translated to the task of co-clustering the clusters of words (metro stops).
This means that we are looking for groups of words that belong to the same clusters, and clusters that
use all similar words. To model such property a bipartite network B(C, W, E) is built. C is set of word
clusters, W the set of individual words, and E denotes the set of edges between C and W . The nodes are
assumed to have latent group membership factors, namely: words w ∈ W have a membership weight Fwg
for group g, and clusters c ∈ C have a membership weight Fcg . In the end, clusters that belong to the
same group will form a candidate metro line. This is the same problem formulation described in the metro
stop generation step. Therefore, the same procedure based on maximum likelihood estimation using block
coordinate gradient descent is also applied.
The last step that needs to be performed to obtain the final metro map is to choose a set of metro
lines from the candidate list. This procedure is regarded as an optimization problem of the following cost
function:
S-cost(Π|C) =

X
c∈C

|c \

[
π∈Π

W (π)|+

X

|W (π)|,

(2.24)

π∈Π

where Π is the set of lines that compose the metro map, C is the set of all candidate word clusters (metro
stops), and W (π) is the set of words that a line π covers (the words common to all clusters in that line).
By choosing a set of lines that minimizes this cost function we are complying with both the Connectivity
and Coverage criteria. The first term in Equation 2.24 encourages lines to be added such that all words in
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C belong to some W (π), otherwise the cost value will increase. This can be interpreted as promoting the
addition of lines that intersect each other, since all words in all clusters must be covered by some metro line,
which translates to the Connectivity property. This first term of S-cost also deals with the Coverage aspect
by assigning high cost values to metro maps that do not contain as many word cluster candidates as possible.
The second term in the cost function avoids the redundancy aspect that can occur in a metro map, since it
penalizes metro maps that have many lines. Given the previously defined S-cost function, its optimization
is found by resorting to Feige et al. (2011), which explores the properties of submodular functions in an
optimization process.

As previously mentioned, some users might be interested in a high-level overview of a topic, while
others wish to delve into more detail. This is made possible by having a zoom feature in metro maps. The
zoom operation can be applied in three different dimensions: time, metro stop, and metro line. For the
time resolution, users just need to define the time span by which the documents should be binned. For
instance, they can opt for daily, weekly, monthly, or yearly frequencies. The metro stop dimension can be
interpreted as a measure of cohesiveness. This means that when zooming out related metro stops should be
merged together, and, when zooming in, metro stops should break into their most dense parts. In terms of
implementation this is done by allowing users to define an edge probability value between any two nodes.
The higher this value the easier it is for the nodes to end up in a common community (zooming out).
Conversely, when this value is low the number of communities tends to get higher (zooming in). Finally,
if users want to zoom into a particular metro line, this corresponds to using the associated documents to
generate a dedicated metro map (ignoring the remaining documents).
One of the evaluations carried out on metro maps corresponded to a qualitative evaluation. Two topics
were used for generating metro maps: Israel, and the O.J. Simpson trial. The corresponding metro maps
were inspected in order to access whether the information they conveyed was suitable. This evaluation
concluded that the rich structure between the different topical events was in fact patent in the generated
metro maps.
A quantitative evaluation of the metro maps was also carried out in the form of a user study. In the study,
two different datasets were used for generating metro maps. One regarding the Obama presidency in 2009,
containing ≈ 4000 articles from the New York Times. Another, related to the O.J. Simpson trial in 1995,
containing ≈ 2000 news articles, also from the New York Times. Three competitors’ systems were used for
comparison in the evaluation: Metro Maps, Google News, and KeyGraph (Zhou and Chen, 2014). Google
news is a news aggregator. KeyGraph is a system that aims at capturing the rich structure of events and
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their dependencies in a news topic. The 27 participants of the study were randomly assigned to one of three
systems. After examining their output, they had to write a paragraph summarizing the story to someone not
familiar with the topic. The idea is that the users who were able to better understand the topic (possibly
because they were using a better system while learning about it) would also be able to better explain it to
others. The next phase consisted of using Amazon Mechanical Turk to evaluate the paragraphs. At each
round, workers were presented two paragraphs (Metro Map users vs. competitor system user). The workers
were asked which of the paragraphs was more complete and coherent. In this process 1000 evaluations were
collected. For the Metro Map users vs. Google News users case, 71.8% of workers preferred the Metro
Maps paragraphs. Similarly, 63.1% of workers preferred Metro Maps to KeyGraph. These results were
statistically significant, indicating that Metro Maps possibly contributed positively to a better understanding
of the bigger picture of a topic.
The previous results demonstrate that when a set of related documents is appropriately structured, users
can more easily understand a complex topic. This is done using keyterms to highlight the content of the
documents (metro stops), sequencing them into metro lines that capture the development of a subtopic, and
finding intersections between subtopics. It should be recalled though that this is only done at the document
level and cannot be directly applied to the topic segment level. For example, the approach presented identifies document relationships using a chronological criteria. The same criteria cannot be applied to segments
since their order is not a reliable indicator that some relationship exists.
Having described the related work in d2d relationships look like, Figure 2.10 provides an example of
this type of relationship in the AVL trees domain. It is possible to observe that the different excerpts in
the example are illustrative of the different subtopics conveyed in the documents. Taking into account that
the relationship only provides access to documents, if a user is interested in a particular subtopic the only
option is to skim the document until that subtopic is found. This is the main disadvantage of using d2d
relationships.

2.4.3

Sentence to Sentence Relationships

Another type of relationship that can be established between documents is s2s. Zhang and Radev (2005)
carried out a study on this type of relationship. Their work is different from others in that it uses a linguistically motivated taxonomy for describing the different types of relationships between the sentences. The
taxonomy is defined within the context of Cross-Document Structuring Theory (CST) (Radev, 2000), whose
goal is precisely to understand how different parts of different documents related to one another. The CST
framework describes a total of 24 domain-independent cross-document semantic relations, such as “Elabo-
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Figure 2.10: Example of a d2d cross-document relationship.
ration”, “Contradiction”, “Attribution”, or “Equivalence”. This contrasts with previous work where either
no specific relationship was attributed or a more addhoc approach was used. It should also be noted that CST
only provides a formal taxonomy for the relations, but the exact elements of the documents to which we can
assign some relation are not restricted. Therefore, the taxonomy might be applied with different levels of
granularity, such as sentences or paragraphs. One of the advantages of using CST is that tasks such as information extraction, text summarization, or question answering can be improved (Zhang and Radev, 2005). In
the context of this thesis, depicting the concrete document relationships may afford browsing advantages. A
use case example is when a user is specifically looking for contradictions in different documents, and, thus,
other types of relationships should be filtered.
The automatic cross-document sentence relationship identification performed by Zhang and Radev
(2005) uses a classification paradigm. The features for learning the different types of relationships belong
to one of the following linguistic levels:
• Lexical features, corresponding to the number of tokens in each sentence and the number of tokens
they have in common.
• Shallow syntactic features, corresponding to the counts, in each sentence, of the following POS tags:
regular noun, proper noun, verb, adjective, and adverb.
• Deeper syntactic features, which consist in using the values of following lexical semantic distance
measures: lch, jcn, res, lin, and hso (Patwardhan and Pedersen, 2004).
Using the previously defined features, an AdaBoost (Freund and Schapire, 1995) classifier was trained.
The training was done on both labeled data and unlabeled data. The unlabeled data was chosen using a
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committee-based algorithm. The goal of the algorithm is to choose the unlabeled data that has the highest
probability of being correctly classified by a classifier trained on the labeled data (Ng and Cardie, 2003;
Banko and Brill, 2001). This is done by splitting the available training data in n datasets and by training n
classifiers. The unlabeled data is then labeled by all classifiers. The top k most agreed upon data instances
are selected. This procedure is repeated until no new unlabeled instances are selected.

The previous work was evaluated on a dataset of 41 news articles on 6 different topics. From the dataset,
4931 sentences were annotated with the CST relations. Two different classification setups were designed:
binary classification of whether some relation exists between two sentences, and full classification of the
specific relation between the sentences. The obtained results for the binary classification problem in precision, recall, and F -measure were 0.87, 0.66, and 0.75, respectively. This constitutes a slight improvement of
0.02 in F -measure over an approach that did not used the unlabeled data. For the full classification problem,
the used metric was average precision and a 0.88 score was obtained (a 0.01 improvement).

Maziero et al. (2010) also worked on a practical application of the CST theory. One of the obstacles
was their annotation process, since agreement between the two annotators was low. To address this problem
the original CST taxonomy was refined. The basis of this refinement is the fact that some of the CST relations were systematically hard to distinguish by the annotators. For these cases the relations were merged.
This process triggered the elimination of 6 out of the 24 original CST relations. As expected, agreement
values were much higher when compared with the ones using the original set of CST relations (a 96% increase). Using the refined version of the CST taxonomy, a corpus with 1651 annotated pairs of sentences
was obtained. The sentences came from 150 news articles from 3 different Brazilian Portuguese newspapers.

With this corpus, Maziero et al. (2010) performed a classification experiment using the C4.5 decision
trees algorithm (Quinlan, 1993). The evaluation metrics employed were: precision, recall, and F -measure.
The results obtained were 0.45, 0.44, and 0.44 respectively. Although it is not completely fair to compare
these results with the ones in the previous work (Zhang and Radev, 2005), since the datasets are different, it
is plausible to say that the weakly supervised approach may be significantly more effective.

To understand the problem of using s2s relationships, Figure 2.11 provides a practical example of the
use of this type of relationship. From the example we can conclude that s2s relationships are too fine grained.
Although the linked sentences are related and belong to the same subtopic by themselves they provide little
information. Also, having all sentences linked to other sentences causes an information overload problem.
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Figure 2.11: Example of a s2s cross-document relationship.

2.4.4

Topic Segment to Document Relationships

In, this section related work regarding d2ts relationships is described. The work by Kokkodis et al.
(2014) presents a scenario topic segments correspond to sections of a textbook and these are paired with
a video lecture. The technique starts by constructing a set of queries based on pairwise combinations of
automatically extracted keyterms from the textbook. These queries are then submitted to a video search
engine and the top m results for each query are extracted. The next step is to assign importance scores to
each of the keyterms. The notion of importance is based on how related the retrieved videos are when a
certain keyterm is used. In turn, a collection of videos is considered related if they can be retrieved by the
same set of keyterms. Figure 2.12 depicts an example with a high importance score keyterm, and another
which should have a low importance score. In the figure, we see the set of keyterms that appeared in some
query that triggered the retrieval of a video. In the case of the keyterm “water”, one can observe that the
related queries for the three associated videos only have one word in common (the word “water” itself).
Therefore, it should have a low importance score. The opposite case happens with the keyterms “gold foil
experiment”, since many keyterms are shared across the different videos.
The mathematical formula that expresses the previous notion is given by I(k), which corresponds to the
pairwise inner product between the sets of keyterms that originated the retrieval of the top m videos when k
was used as query:
P
I(k) =

1≤i<j≤m hhVi , Vj ii

,
m
2

(2.25)

where Vi is the vector representation in terms of keyterms for the ith top video for k. For example, to obtain
I(water) we would calculate the pairwise inner product of all the sets of keyterms connected to “water”.
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Figure 2.12: Illustration of important vs non-important keyterms.
Another importance score is computed for the relation between keyterms and a single video. The
motivation is we should be take into account the fact that some keyterms in a query are more relevant to the
video than others. For example, if all queries containing a certain keyterm relate to a single video, then the
correlation between these is very strong. In this context, for each keyterm k and video v, the corresponding
importance wv,k is defined as the fraction of the queries that contain k (Qk ) for which video v was retrieved
as a top result:
wv,k =

{q ∈ Qk |v ∈ T opResults(q)}
|Qk |

(2.26)

Taking into account all the previous relations and definitions, the problem of assigning a minimal set
of sections T that best covers a video v, from the full set of sections S, is given by the maximization of the
following objective function:
F(v, T ) = cover(v, T ) − λ|T |,

(2.27)

where cover(v, T ) is a function that measures how well the set of selected sections T covers video v. In
function F there is also a penalizing factor, λ|T |, which represents the goal of having a minimal set that
covers as much as possible of the video. This trade-off can be regulated by the parameter λ, which basically
translates the balance of having good coverage of the video while still having a small number of sections.
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The actual implementation of cover is given by the following expression:
P
cover(v, T ) =

k∈(C(v)∩C(T )) wv,k I(c)

P

c∈C(v) wv,k I(k)

,

(2.28)

where C(v) denotes the set of keyterms present in the queries that originated the retrieval of v and C(T )
denotes the set of keyterms present in the subset of sections T .
Two algorithms were implemented to solve the above optimization problem. One of them is brute-force,
and consists in trying all subsets of sections from S. The stopping criterion is reaching a θ value for cover.
This value corresponds to the value obtained when T = S. The other optimization algorithm is greedy and
consists in iteratively adding sections to T . In this case, the section providing the most gain in cover is
added. Although the greedy approach may not find the optimal solution, there are theoretical guaranties that
ensure that the approximation obtained is good.
For the evaluation of the previous work, a ground truth dataset was developed. For this purpose 5
chapters from a 9th grade science book were used. The topics covered in these chapters relate to Physics,
Biology, and Chemistry. A single annotator analyzed 112 videos and for each of them identified the set of
sections that best captures the content of the full video. Using this dataset the precision metric was used for
comparison. The best result was 0.9 for the greedy version of the algorithm.
Despite of the advantages of d2ts relationships, there are also drawbacks with this type of relationship.
To illustrate them, Figure 2.13 provides an example of a d2ts relationship. The text contained inside a box
represents a topic segment. One of the problems is that one of the ends of the relationship is a document
and, thus, the same problems of d2kt relationships arise. This means that it is not possible to easily find
information similar to the one conveyed in the topic segment, since only the full document is provided
by the relationship. If we think about the relationship in the opposite direction, there is the problem that
a document is likely to have multiple d2ts relationships with another document and it is not possible to
know which one is more appropriate. Therefore, users only can skim all the segments until they find the
information they are looking for.

2.4.5

Topic Segment to Topic Segment Relationships

The level of granularity of the document relationships we propose to study in this thesis is at the topic
segment level (ts2ts). In the literature we see attempts that, with some limitations, explore ts2ts relationships.
One example is the work by Yamamoto et al. (2003) which describes a lecture browser that synchronizes a
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Figure 2.13: Example of a d2ts cross-document relationship.
video lecture with the corresponding textbook. In the browser, when students access the different chapters/sections, the video automatically skips to the point in time where that part was covered. Therefore, the goal
is to associate the sentences in the speech of a lecture to the underlying section of the textbook. For this
purpose, “bag of words” feature vectors are created for the individual sections. A similar process is carried
out in the sentences of the video lecture, with the difference that the vectors are extracted using groups of 10
consecutive sentences, which can be viewed as document segments. In all extracted vectors the features are
weighted using the tf-idf measure. Using the defined vector representation, the lecture vectors are assigned
to the section to which they have the highest cosine similarity value. After assigning all lecture sentences to
some section of the textbook, they use a correction procedure based on the assumption that the video lectures
follow the order of the sections of the textbook. The idea is to correct assignments that do not respect the
order of the sections. In this context, the sentence that needs to be corrected is assigned to the same section
as the previous one.
The previous work was evaluated using the automatically obtained transcriptions of 2 lectures. A single
annotator provided a golden standard that maps sentences in the lecture to the sections of the corresponding
textbook sections. The automated technique was then assessed with the precision metric, obtaining a 0.89
score. This result shows that the approach was suitable given the assumptions made in the paper, namely
that the lecture follows the same structure of the textbook.
The Similar Segments in Social Speech (SSSS) task in the MediaEval campaign also studies topic
segments relationships across different documents (Ward et al., 2013). The motivation for the task is the fact
that sharing in social media is becoming commonplace. This kind of practice continues to evolve as users
develop new forms of interaction in social networks. For example, there is a new trend of sharing personal
activity information on venues such as Facebook or YouTube.
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Given the previous context, the SSSS task is formally defined as receiving a short audio/video region
(segment) of interest and returning an ordered list of jump-in points for regions similar to it. By doing so,
whenever a relevant piece of information is found, other related pieces of information can also be accessed
efficiently. For this purpose, a corpus of informal dialogs among university students was created. Some
examples of the topics discussed in the dialogs are classes, assignments, new technologies, career ambitions,
games, and movies. The dialogs were manually segmented and similar segments were grouped together. The
use case for this corpus is to help a new person arriving at the university better understand the culture of the
university.
The work by Galuščáková and Pecina (2014) addresses the SSSS task. This study had the goal of
assessing the influence of the Passage Retrieval step when approaching the task from an Information Retrieval (IR) perspective. This is done by using different segmentation strategies and then forwarding them
to the Terrier IR toolkit (Ounis et al., 2006). One of the tested Passage Retrieval methods was a windowbased strategy. In this type of strategy two different parameters are considered: window length, and window
shift. After setting the parameters, a window scans the audio documents and creates the corresponding segments. The other implemented Passage Retrieval approach was based on creating segmentation models of
the documents in a supervised manner. For this case different strategies were implemented:

• The model had to learn if a word corresponded to a segmentation boundary or not. Therefore, it was
assumed that each individual boundary represented the end of a segment and the beginning of a new
one.
• The model had to learn if a word marks the beginning of a segment or not. In the positive case, the
end of the segment boundary would be calculated by adding 50 seconds to the segment beginning
boundary. This value corresponds to the average length of manually detected segments in the training
set. In this case, the segments can overlap.
• The model had to learn which words are the start of a segment and which ones end a segment. Then,
each segment beginning is paired with the closest segment after a 50 second interval.

For the supervised approach the following binary features were designed: cue words, POS tagging,
letter cases, length of the silence before a word, and the output of the TextTiling algorithm. The Texttiling
feature indicates whether the current word is a segment boundary or not. The cue words are either extracted
automatically from the training set, or come from a predefined list. Automatic extraction is based on how
frequently a word appears after a segmentation boundary and also on the mutual information score between
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a word and segment boundaries. With the designed features, the decision tree J48 algorithm is used to obtain
a model from the training data.

The experiments carried out in the evaluation procedure used two different metrics: Mean Reciprocal
Rank (MRR), and mean Generalized Average Precision (mGAP) (Manning et al., 2008). The evaluation
was carried out using in both manual and automatic transcripts of the audio documents. For the manual
transcripts, the best performing technique was the one modeling segment beginnings and adding a fixed
50-second interval to calculate the end of the segment. This supervised approach obtained 86% and 25%
scores in MRR and mGAP, respectively. Despite the significant statistical differences, the improvements
were not high when compared to window-based strategies (1% in MRR, and 2% in mGAP). In as far as the
automatic transcripts concerns, mixed results were obtained. The window-based strategy obtained the best
performance in MRR with a 83% score, but the supervised approach obtained the best mGAP score (23%).
Again, although the results are statistically significant, the actual score differences are low.

To understand the advantage of structuring documents using ts2ts relationships, Figure 2.14 provides an
example of this type of relationship. By using ts2ts relationships it is possible to have immediate access to
content on the same subtopic in different documents, which covers the use case of finding specific information in a document. In the example, this corresponds to being able to easily find in both documents where the
subtopic of binary search trees is covered. Since the relationship is established at the segment level on both
ends, users can immediately analyze the corresponding text, since it is topically self-contained. It should be
noted that in other types of relationships skimming of the documents is always required.

Figure 2.14: Example of a ts2ts cross-document relationship.
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2.4.6

Discussion

Following the above description of the different types of relationships between different documents
addressed in the literature, this section provides a discussion of the research in this area.
The goal of establishing some relationship between different documents is, in all cases, to provide
efficiency in finding the information users need. Depending on the granularity level of the relationships,
different types of support can be provided. For instance, when a keyterm in a document is linked to another
document (d2kt), the user expects to specifically find information that can help him better understand the
underlying concepts regarding that keyterm, whereas when two documents are linked (d2d), people expect
that they share a common general topic. This is helpful when in-depth knowledge about a topic is necessary.
Despite the usefulness of the previous document relationships, they cannot help when users want to access information regarding subtopics discussed in the documents, as it was demonstrated in the examples. To
cover this use case, the cross-document relationships need to be established at the topic segment level (ts2ts).
Other types of relationships will require users to manually skim the documents until the subtopic they are
interested in is found. Although there is research in automatically finding topic segment relationships, as described in Section 2.4.5, it has limitations. The work by Yamamoto et al. (2003) has the problem of not using
topic segmentation techniques to properly identify the subtopics to be linked. Instead, the approach treats
document sections and fixed sentence windows as topic segment boundaries. This limits the approach to
documents where sections are available a priori. Moreover, there is no guarantee that the segments obtained
by grouping consecutive sentences actually represent a topically cohesive area of the document.
The research work which most closely matches the goals proposed in this thesis is the SSSS evaluation
campaign (Section 2.4.5). The main difference is that of social speech context. Dialogs in this context
do not follow an overarching topic. This means that they contain a variety of subtopics which are not
related to each other at all. Therefore, the subtopics are lexically very different, and, thus, more easy to
link. In this thesis we propose the study of topic segment relationships given a set of related documents.
Therefore, we expect the topic segments to be much more similar, due to the interweaving of their related
subtopics. A similar phenomenon is also present in the topic segmentation research area. In this context,
some techniques performed well when they had to segment documents containing unrelated topics (e. g.
TV news broadcasts), but performed poorly in domains where topics were much closer (e. g. learning
materials). This spurred the study of new techniques which should be able to overcome such difficulty.
Given, to the best of our knowledge, the lack of work on how to structure documents at the topic segment
level, we believe that research work is necessary in this area. Current research work has given proof that
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structuring documents at other levels of granularity brings both browsing efficiency and understanding of the
topics in documents (Shahaf et al., 2012a,b; Shen et al., 2015). Therefore, we believe that similar advantages
should also be brought to document topic segments.
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3

Proposed Solution
Following the goals in Section 1.2, we want to take advantage of having a collection of related documents to leverage the segmentation and relationship identification tasks. We hypothesize that, by doing so,
better results can be obtained when compared to a strategy that treats documents individually. We will then
use the discovered segments and relationships to structure the set of documents. The related work in this
area is limited, affecting the efficient browsing of a set of related documents at the topic segment level. In
this chapter, we present our solution to a multi-document structuring problem.

3.1

General Overview
In this thesis we propose the pipeline in Figure 3.1 to address the problem of multi-document structur-

ing. The system receives a collection of related documents and then performs topic segmentation in them.
This process considers both the information contained in the input documents, and also in automatically obtained related documents, using an IR approach. In this context, we want to explore topic regularities, such
as similarity or ordering, which have not been considered in previous work. After determining the segment
boundaries, topic segment cross-document relationships are identified using a graph-community approach.
Finally, segments and their relationships are structured, so that they enable efficient multi-document browsing. This task is viewed as finding coherent topic segment sequences. Also, we want to find intersections
between the topics, in order to provide a better understanding of the bigger picture. The next sections detail
each individual step.

Figure 3.1: Proposed Solution for Multi-Document structuring.
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3.2

Multi-Document Segmentation
The first step in the pipeline corresponds to the Multi-Document Segmentation task, which is leveraged

by the integration of information across different documents. These documents can come either from the
original document set given as input to the system, or can be obtained from an IR Engine. It should be
noted that the documents obtained through the IR Engine will not be subject to segmentation. The IR
Engine requires a Query Generation step. In this context, one possibility is the use of keyterm extraction
techniques, such as the ones described in Section 2.1.
The following sections describe our first approach in the design of a segmentation model that takes into
account multiple documents (Section 3.2.1). We also discuss the desired characteristics for the model that
have not yet been contemplated in the current state of the work (Sections 3.2.2, 3.2.3, and 3.2.4). Finally,
we report the experiments made in the context of a multi-document segmentation task (Section 3.2.6).

3.2.1

Extending the BayesSeg model

In order to enhance topic segmentation of individual documents, we propose the use of an approach
similar to BayesSeg (Eisenstein and Barzilay, 2008) (Section 2.3.2.1). This approach has proven to be
effective and has the important advantage of not requiring the number of topics or segments a priori, which
would be difficult in a multi-document scenario. In this thesis we propose the use of similar sentences from
other documents in order to obtain more accurate segment likelihood estimations. We want to explore if
similar sentences are likely to come from the same segment distribution. Therefore, such sentences can
be used to smooth the likelihood segmentation distribution. This addresses the problem of computing word
distributions using scarce data, since segments generally do not contain many sentences. The sentences used
in the segment likelihood estimation process are determined by the following recursive function:

Tsm (ti , tj ) =



 N max cos(ti , d)
d∈D

, if i = j
(3.1)


 N max cos(ti , d) ∪ Tsm (ti+1 , tj ) , if i < j
d∈D

where ti and tj correspond to the ith and j th sentences in a target document (with the assumption that
i ≤ j, ∀i,j ), D is the set of external documents, which includes input both input documents and documents
found by the IR Engine. Finally, N max is an operator that returns the top N arguments that maximize some
function, for instance the cosine similarity function between two sentences.
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After applying Tsm to all target documents, each individual sentence will be associated to a set of
sentences from other documents. In this work, we explore these associations to rewrite the original BayesSeg
model (Equation 2.17) as follows:
pdcm ({xt : segt = s}|Dir) =
=

Γ(

P
w∈W

#(w, s) +

Γ(|V |×Dir)
P
×
#(w, Tsm (t0 , tj )) + |V |×Dir)
w∈W

Y Γ(#(w, s) + #(w, Tsm (t0 , tj )) + |V |×Dir)
,
Γ(Dir)

(3.2)

w∈V

where t0 and tj are the first and last sentences in segment s, and #(w, Tsm (t0 , tj )) are the counts of word
w in the set of sentences given by Tsm . In terms of the dynamic programming part of the algorithm, this
means that for each sentence in an entry within the segment likelihood matrix, we compute the top N most
similar sentences from an external set of documents, D. The corresponding word counts are then added to
the segment, thus smoothing the original language model.
It is important to mention that we do not expect that all the words in the sentences from D positively
contribute to update the counts. The rationale for this is that D might contain arbitrary documents that can
come from different media and each type of medium has its own style. Therefore, substantial differences in
the vocabulary are expected. In addressing this issue, a filtering process can be applied. The filtering can,
for instance, consist of using only the words that surpass a predefined tf-idf value. The motivation for this
filter is to only capture the words that are relevant for all documents.

3.2.2

Considering Different Media Sources

In a multi-document scenario it is important to take into account the type of media from which the
individual documents come from. For example, in an educational scenario, students have access to learning
materials corresponding to video lectures, slides, or textbooks. Each of these media has distinct characteristics. Video lectures usually correspond to spontaneous dialogs and, thus, phenomena such as the use of
cue words, hesitations, or rephrasing is expected. Also, it might be necessary to consider that the lecture
transcripts are provided by an ASR, which can add word recognition errors. Slides also have their particularities. For instance, they can mainly contain short sentences since they just serve as a support to the presenter.
Given all these differences, we hypothesize that a successful model for multi-document segmentation must
explicitly consider the media source as a variable. The goal is to capture the fact that although documents
in different media share common topics, the corresponding word distributions still have considerable varia-
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tions. In this context, this thesis proposes the investigation of statistical models for topic segmentation that
take into account the media source in the underlying modeling process.

3.2.3

Considering Topic Mixture Models

Although the previously proposed model already explores cross document sentence similarity, it still
does not capture some properties which are expected in a statistical model that tries to explain how different
documents are generated. One of these properties has already been subject of research by Purver et al.
(2006) and Du et al. (2013) (Sections 2.3.2.2 and 2.3.2.3) and describes how a topic segment can actually be
composed by several different topics. For instance, in learning materials, it is common to have introduction
and summary sections where all topics of the lecture are present. Another example is the hierarchical
composition of the topics discussed in learning materials. This means that some concepts serve as building
blocks for more elaborate ones. As previously mentioned, current approaches to this problem either rely
on specifying the number of topics and/or treat in each topic segment individually. In this thesis, we aim
at developing statistical models without such limitations that still capture the phenomenon of a single topic
segment containing multiple topics.

3.2.4

Considering Regular Topic Orderings

The order in which the topics are presented in a document might also be used for designing better
segmentation models since regular orderings of the topics might exist. This intuition is again related to the
possible hierarchical structure of the topics. This means that some topics need to be explained first in order
to later appear as part of a more complex topic. Therefore, we propose the study of this characteristic to
better guide the inference made on the statistical model for document segmentation.

3.2.5

Evaluation

This section contains a description on the evaluation procedures for the Multi-Document Segmentation
module.

3.2.5.1

Measures

For the multi-document segmentation module the standard evaluation metrics Pk (Beeferman et al.,
1999) and W indowdif f (Pevzner and Hearst, 2002), as described in Section 2.3.3, will be used. These
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measures are preferable to the standard precision and recall used for classification scenarios. One of the
problems with precision and recall is that they would indicate that a segmenter that constantly places the
boundaries close to the appropriate location is worst than a “degenerate” segmenter that places a boundary in all possible locations (Beeferman et al., 1999). A relaxation of the precision and recall that allows
the boundaries to be placed within some constant-sized window from the reference does not solve the problem (Beeferman et al., 1999). In this case, it would not be possible to distinguish a segmenter that is precisely
accurate from another that is always close to putting the boundary in the correct place.
Given the previous motivation, the Pk metric was developed by Beeferman et al. (1999). The intuition
for this metric is that one segmenter is better than another when it has a higher probability of correctly
distinguishing whether two words belong to the same segment or not. Therefore, Pk corresponds to a
probability, and, thus, lower values of this measure are desirable. Pk is derived from the following more
general formulation:
PD (ref, hyp) =

X



¯ δhyp (i, j) ,
D(i, j) δref (i, j) ⊕

(3.3)

1≤i≤j≤n

where ref is the reference segmentation of a corpus of n words, hyp is the segmentation provided by a
segmentation algorithm, and δ is an indicator function which is 1 if the words i and j belong to the same
¯ is the XNOR function (“both” or “neither”), and the D function
segment, and zero otherwise. The operator ⊕
is a distance probability distribution over all possible distances between two words chosen randomly from
the corpus. If D is a uniform distribution, then the metric is too forgiving, since the majority of the distances
will be large, and, for these cases, even naive segmenters will perform accurately. It has been shown that
using PD = Pk (Beeferman et al., 1999) (meaning that all probability mass is concentrated in single fixed
distance, k), yields a good evaluation metric for the segmentation task. In practice, this corresponds to
defining a window with size k and using it to sweep the corpus while checking if words are correctly
classified. By using this scheme, the notion of “close to correct boundary” is captured in a principled way
by smoothly penalizing segmenters that place boundaries that are not quite right, and by scaling with the
segmenter’s degradation. As a reference, Pk ≈

1
2

is the expected score for “degenerate” segmentation

algorithms, and, thus, it can serve as a baseline value (Beeferman et al., 1999).
In spite of Pk already being a better evaluation metric than precision and recall for the segmentation
task, it still has drawbacks. Namely, it penalizes false negatives more heavily than false positives, overpenalizes “near-misses”, and is affected by the segment size distribution (Pevzner and Hearst, 2002). In
dealing with these problems, a modification of the metric, named Windowdiff, was proposed by Pevzner and
Hearst (2002). The difference is that, in each window, the penalty is represented by the difference between
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the number of boundaries in ref and in hyp, instead of the binary assessment of whether the words are in
the same segment or not. In practice, it is common to report both measures for comparison purposes.

3.2.5.2

Corpora

The main problem with the evaluation of the multi-document segmentation scenario of this thesis is that
the available corpora only contain documents which are not related to one another. Therefore, we need to use
corpora with broad interest topics so that the IR engine can return related documents. After analyzing the
topics in the available corpora, we conclude that the educational domain is the only one which is suitable, as
it is likely to find the same topic in multiple documents on the web. Also, it is the main application scenario
that motivates this thesis. In this domain, there are two available datasets which we can use. One of them
was used in the work by Malioutov and Barzilay (2006) (Section 2.3.1.3) and corresponds to a set of 33
Physics lectures with a total of 464 segments1 . The other dataset to be considered is the one used by Purver
et al. (2006) (Section 2.3.2.2), which is a medical textbook. In this corpus there is a total of 1136 segments,
which correspond to the sections of the textbook.
Given the lack of a readily available set of segmented related documents, we built a corpus with the
necessary characteristics for the purpose of this thesis. The corpus is also in an educational domain. The
subject is AVL trees (Adelson-Velsky and Landis, 1962), a topic often found in Computer Science curricula.
Since we have the goal of structuring documents from different media, the corpus was collected from a
variety of sources: slides, video lectures, and Wikipedia articles. A summary of the characteristics of this
corpus is given in Table 3.1. The first line of the Table refers to sets of slides. In total there are 265
individual slides. All of the documents refer to the topic of AVL trees except for one Wikipedia article
which specifically addresses tree rotations (an essential operation in AVL trees). The corpus was segmented
into topically cohesive segments by the author of the thesis, who has taught AVL trees in an Algorithms and
Data Structures course. For the segmentation of video lectures, manual audio transcripts were available. In
total 86 segmentation boundaries were annotated, from a corpus containing 3181 sentences.

Slides
Video Lectures
Wikipedia Articles

Total

Segments (x)

Sentences (x)

Words (x)

#Unique words

5
3
2

7 ± 1.22
11 ± 5.57
7 ± 1.41

202.2 ± 69.23
675.67 ± 77.44
68.5 ± 0.71

1402 ± 683.53
6396.33 ± 307.15
1195.5 ± 221.32

776
1265
536

Table 3.1: Description of the AVL document corpus used for the segmentation experiments.
1
The authors also refer a set of lectures in Artificial Intelligence, but the segmentation is done at slide level rather than the topic
level. Therefore, we will not consider them.
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The main guideline for the segment annotation was to identify places where a subtopic shift occurred
such that disregarding this change in subtopic would make it harder to follow the higher-level structure of
the document, as suggested by Eisenstein and Barzilay (2008). This emphasizes that documents should
be segmented individually, instead of, for instance, trying to fit parts of documents in a predefined list of
subtopics. This could lead to an “overfit” of the subtopics instead of looking at the topic shift phenomenon
in the individual documents. However, complying with this guideline is not a black and white process. The
main issue is the degree of entanglement of the subtopics in the documents. Below we provide an example
where it is not clear if the text should be a single segment or if it should be further decomposed:

Video Lecture
==========
So h is the height of the BST.
What is the height of the tree?
Log n?
Log n would be great, but not always.
So in an ideal world, your tree’s going to look something like this.
This is a nice, perfectly balanced binary search tree.
The height is log n.
This would be the balance case.
But as we saw at the end of last class, you can have a very unbalanced tree, which is just a path.
And there the height is n.
========== (?)
What’s the definition of height?
That’s actually what I was looking for.
Is it the length of the longest path always going down?
Yeah, length of the longest path always going down.
So length of the longest path from the root to some leaf.
========== (?)
OK, so this is - I highlight this because we’re going to be working a lot with height today.
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All that’s happening here, all of the paths are length log n.
Here, there is a path of length n.
Some of them are shorter, but in fact, the average path is n over 2.
So this is very unbalanced.
I’ll put ”very.” It’s not a very formal term, but that’s like the worst case for BSTs.
This does have a formal definition.
We call a tree balanced if the height is order log n...
==========

In the example above it is arguable if the text should be segmented into 3 segments or if it should be
considered as a single segment. The main reason for this is that it seems to have occurred a shift to the Tree
Height subtopic. Despite this, we opted to consider the text as a single segment. One of the reasons is that
if the former option was considered, the resulting first segment feels incomplete, since no actual relevant
information is provided. Also, if one only reads the third segment, there is a lack of context problem due
to the fact we cannot link the “this” pronoun to its reference. Therefore, we think that a better overall
comprehension of the text can only be achieved if text is considered as a single segment. This should have
priority over precisely marking all small subtopic shifts.

3.2.6

Results with the AVL Corpus

Having proposed an initial model for multi-document segmentation in Section 3.2, this section describes
initial experiments using such model (Mota et al., 2016). The goal is to obtain evidence that corroborates our
hypothesis that combining multiple documents can improve the individual segmentation of each of them.
For this study the reference corpus on the subject of AVL trees, described in Section 3.2.5.2, was used.
The corpus was preprocessed by removing stop words and using the Porter stemming algorithm (Porter,
1997).

Using the preprocessed corpus two techniques were compared: the original BayesSeg (Sec-

tion 2.3.2.1) and our proposed approach, denoted by BayesSeg-Multi-Document (Section 3.2). All the
parameters were set empirically: the prior values for Dir; the maximum number of sentences added to
the distribution estimation N ; and the tf-idf threshold value. The tuning of the parameters was done based
on a development set containing 2 documents, which are part of the original corpus. To avoid bias, the
documents in the development set were rotated such that the same documents never appeared in both the
development and the test sets at the same time. Finally, both of the unsupervised segmentation approaches
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were compared using the standard segmentation evaluation metrics: Pk and WindowDiff (WD), described
in Section 3.2.5.1.
The results obtained in this study are shown in Table 3.2. This table presents the results for each document using the experimental setup previously described. The results in bold depict the test cases where
BayesSeg-MD outperformed BayesSeg. In the majority of the results (8 out of 10) positive improvements
were obtained. For instance, in the V ideoLecture3 case, BayesSeg-MD showed 11% and 35% improvement on the Pk and WD metrics respectively. For test cases where the baseline obtained better results, we
believe that more advanced modeling techniques will help to cope with specific situations. For example,
the W ikipedia2 test case corresponds to an article about tree rotations, and has no explicit mention of AVL
trees. On the other hand, the documents that explain AVL trees include explanations of tree rotations. So,
the problem is that we are trying to model the main topic of a document D using other documents in which
D is a subtopic.
Document

BayesSeg
(Pk / WD)

BayesSeg-MD
(Pk / WD)

V ideoLecture1
V ideoLecture2
V ideoLecture3
W ikipedia1
W ikipedia2
Slides1
Slides2
Slides3
Slides4
Slides5

0.19 / 0.29
0.34 / 0.43
0.36 / 0.65
0.36 / 0.41
0.36 / 0.45
0.01 / 0.18
0.43 / 0.51
0.24 / 0.3
0.45 / 0.48
0.44 / 0.63

0.19 / 0.28
0.33 / 0.34
0.25 / 0.26
0.32 / 0.32
0.46 / 0.46
0.12 / 0.12
0.38 / 0.39
0.29 / 0.29
0.30 / 0.34
0.31 / 0.31

Table 3.2: Comparison between the original BayesSeg and the proposed BayesSeg-MD approach in the Pk
and WD evaluation metrics. In bold: test cases where BayesSeg-MD obtained better results than BayesSeg.

Given our results, we can conclude that there is evidence to support the hypothesis that it is possible to achieve more accurate statistical models that explain the generation of segments in documents by
incorporating information from other multimedia sources.

3.3

Multi-Document Relationship Identification
After identifying the topic segments in each document, the next step is carried out by the Multi-

Document Relation Identification module, which determines how different segments from different documents relate to one another. We are particularly interested in equivalence relations between segments. The
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identification of these relations allows a more efficient browsing of a collection of documents since as soon
as a user is able to find relevant information in a segment, pointers to related content can be provided. An
example of an application scenario for this situation is when students browse different learning materials
looking for a specific part of a lecture they did not understand. Since different students might learn more efficiently with different learning materials, or some learning materials might be of better quality than others,
it is useful to have quick access to equivalent topic segments.
Taking into account the fact that we want to group similar document segments, we can formalize this
task in a clustering setting:
Input: A set of items S1 , ..., Sm . Each item corresponds to the textual content of a topic segment.
Output: A mapping from each item to a particular cluster k ∈ 1, ..., K.
To perform the clustering task we propose a graph-community detection-based approach. The idea is
to analyze a weighted co-occurrence graph representation of the segments and find word communities that
are representative of the topics discussed in similar segments. This is similar to the Metro Maps approach
by Shahaf et al. (2012a), described in Section 2.4.2. We hypothesize that co-occurrence graphs are more
suitable for this task because they can better model how words relate to one another in different documents.
This contrasts with traditional cluster approaches where features relate to individual words and the presence
or absence of the features (if they have a value different from 0) is based on whether the corresponding word
occurred in the document or not.
The graph-community detection problem can be formalized as follows:
Input: a co-occurrence graph Gco = (W, E), where W is the set of nodes and E the set of edges. W
corresponds to the set of words from a given set S of document segments. An edge (wi , wj ) exists if
the words wi and wj occur in some segment Si ∈ S.
Output: a mapping from each word wi ∈ W to a particular community c ∈ 1, ..., C.
Appropriately setting the weights w(i, j) of the edges (wi , wj ) is a topic of research in this thesis.
Depending on how these weights are set, different community are obtained from the co-occurrence graph.
In this context, it is necessary to develop a weighting scheme appropriate to the document relationship
identification task. In the work by Shahaf et al. (2012a) it is reported that a weighting scheme that counts
the number of co-occurrences between the corresponding words is suitable for discovering a Metro Map
structure of news articles. We hypothesize that having all word co-occurrence contribute in the same way
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to a weight score might not work in our document segment relationship scenario. Therefore, we designed
tf-idf -based weighting schemes. In this context, the first experiments, described later in Sections 3.3.2 and
3.3.3, tested the following weighting schemes:
• Count: the number of times the words co-occurred in different segments, similar to the approach used
in the Metro Maps work.
• Best tf-idf : the sum of the highest tf-idf values of the words.
• Count + Best tf-idf : the sum of the two previous weights.
• Count + Avg tf-idf : the sum of the count weight and the sum of the average tf-idf values of the words.
It should also be noted that information from related documents obtained using the IR Engine can be
used in the generation of the co-occurrence graph. This is similarly to the previous document segmentation
step. Therefore, we can integrate the word co-occurrences counts from similar sentences in other related
documents.
Given Gco , we propose the use of the Walktraps (Pons, 2006) algorithm to discover word communities.
The intuition for the algorithm is based on the random walk concept. A random walk means that we start at
a node, we pick a neighbor at random and move to it, then repeat the procedure. By repeating this procedure
it is possible to compute statistics about the visited nodes. The assumption explored is that random walks on
a graph tend to get “trapped” into densely connected parts corresponding to communities. In other words,
this means that nodes are grouped in the same community if the probabilities of ending in other nodes in
a random walk starting from them are similar. This community emergent behavior can be important in the
context of the document relationship identification task. One of the difficulties is that document segments
relate to an overarching topic, and, thus, some vocabulary is shared across segments. This can bias the
word community detection task to discover large communities. We hypothesize that if the weights in the
co-occurrence graph are properly set, densely regions corresponding to the different subtopics will emerge
and the Walktraps algorithm might be able to discover them.
The algorithm uses the adjacency matrix, A, of Gco , where each entry Aij corresponds to the value of
w(i, j). The degree d(i) of each node wi is the sum of the weights of all corresponding edges. The statistics
A

ij t
the random walk process with t steps are summarized in a transition matrix, Pijt = ( d(i)
) . This transition

matrix expresses the probability of going from word wi to word wj through a random walk of length t.
The analysis of Pijt is then carried out by resorting to a distance metric that captures the community
structure of the graph. This means that the distance between two nodes must be large if the nodes are in
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different communities, and, conversely, small if they are in the same community. This intuition can be
formalized by using the following properties of Pijt :
• Pijt is high for nodes wi and wj if the nodes are in the same community (the opposite may not hold).
• Pijt is influenced by the degree d(j), since the walker is biased towards high degree nodes.
t ' P t . This means that nodes in the same
• If wi and wj are in the same community, then ∀k, Pik
jk

community tend to have similar random walk statistics.
Taking into account the previous properties, the distance metric for two nodes wi and wj is defined as
follows:
v
u n
t − P t )2
uX (Pik
jk
rij (t) = t
d(k)

(3.4)

k=1

With the distance metric defined in Equation 3.4, the problem of graph-community detection is then
approached as a clustering task. In this perspective, Pons (2006) used Ward’s hierarchical clustering (Ward,
1963) method to discover node communities.
The last step that needs to be performed is Topic Segment Mapping between the discovered word communities and the document segments. This task needs to be performed since the graph-community step
only groups the words in the documents. Therefore, it is necessary to determine how to actually group the
document segments. Doing this using word communities is, to the best of our knowledge, novel. It should
be noted that although the work by Shahaf et al. (2012a) resorted to graph-community detection, the problem they solved is different. The relationships between the documents were not discovered automatically,
they were given a priori by a criterion that groups documents if they occurred in the same time span. The
graph-community detection task was then carried out in those individual groups of documents to determine
a set of metro stops. This means the intended output (word clusters) directly matched the output of a graphcommunity detection task. Our work is different since we need to discover the document relationships
automatically. In this thesis we propose the use of a function to assign scores between a document segment
and the word communities. Segments are assigned to the highest scoring community. If two document
segments are assigned to the same community they are considered as equivalent. The mathematical formula
that expresses this idea is defined as follows:
argmax score(seg, c),
c∈C

(3.5)
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where C is the set of communities discovered in Gco , and seg is the set of words in a segment. It should be
noted that different formulations of the score function can be designed. In the first experiments to identify
similar document segments we considered the following scoring functions:
|seg ∩ c|
,
|c|
|seg ∩ c|
scoreseg (seg, c) =
,
|seg|
scorec (seg, c) =

(3.6)
(3.7)

|seg∩c|

X
scoretf if (seg, c) =

wi
seg
X

tf idf (wi )
(3.8)
tf idf (wi )

wi

The first two scoring functions count the number of common words between the segment and the community. The score is then normalized either by the total number of words in c or seg, respectively. The
previous functions treat all words in the same way, since all words contribute with a value of 1 for each
common word. Therefore, we also defined a function that makes words contribute according to their relevance, scoretf idf . The difference is that common words have a score corresponding to their tf-idf value.
The normalization of the score is done by dividing by the sum of the tf-idf scores of all words in seg. As
this thesis progresses, more expressive functions will be developed. The scoring function should explore the
use of both the edge weights from the graph, and also patterns in the ordering of the segments. For example,
we might find a frequent pattern where, if a segment is mapped to a word community ci , the next segment is
very likely to be mapped to cj . This is again related to the fact that some topics must be introduced before a
more complex topic can be explained.

3.3.1

Evaluation

In this section, a description of the evaluation procedures for the Multi-Document Segment Relationship Identification module in the pipeline is provided. The evaluation consisted in comparing the proposed
approach to techniques from the following research areas: clustering, topic models, and graph-community
detection. The evaluation was carried out in two different corpora: the AVL corpus, already used in the segmentation evaluation (Section 3.2.5.2), and the SSSS corpus, described in Ward et al. (2013) (Section 2.4.5).
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3.3.1.1

Measures

Since the document relationship task is viewed as a clustering problem, standard evaluation metrics of
this area can be applied. One of these metrics is the Rand Index (Rand, 1971). The Rand Index computes the
similarity between clusterings by analyzing all pairs of data points in a predicted clustering K and a ground
truth clustering C. The Rand Index value is computed based on the analysis of the following situations:

• a, the number of pairs of items that are in the same set in C and in the same set in K
• b, the number of pairs of items that are in different sets in C and in different sets in K

Using the previous definitions, the Rand Index score is then calculated as follows:
RI =

a+b

,
n
C2 samples

(3.9)

n

where C2 samples is the total number of possible pairs in the dataset. The problem with this metric is
that it takes into account the permutations of the clusterings. For example, C = {0, 0, 1, 1, 2, 2} and
K = {2, 2, 0, 0, 1, 1} have RI = 0, but the only difference is in the clusters identifiers. In most practical applications the way clusters are identified is irrelevant when the items are grouped correctly. In this
context, the Adjusted Rand Index was developed (Vinh et al., 2009):
ARI =

RI − E[RI]
,
max(RI) − E[RI]

(3.10)

where max(RI) corresponds the highest value of RI between all possible cluster index assignment permutations, and E[RI] is the expected value of random labeling assignments. The E[RI] discount corresponds
to a chance normalization. This evaluation metric ignores cluster index permutations by using the max(RI)
term, and, thus, it is more suitable in the context of our work.
Another standard cluster quality measure is the F1 score. For classification scenarios the measure is
defined as follows:
F1 = 2 ×

TP
,
TP + FP + FN

(3.11)

where T P , F P , and F N are the number of true positives, false positives, and false negatives, respectively. The only difference is that in a clustering setting precision and recall are computed over pairs of
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items. For example, a true positive means that both the hypothesized clustering and the true clustering
assigned some pair of items to the same cluster.
The last evaluation metric we will consider is Accuracy, which measures the percentage of items that
are assigned to their correct categories. This requires a mapping between the hypothesized clusters and the
true clusters. This mapping is found using the Kuhn-Munkres algorithm (Kuhn, 1955).

3.3.1.2

Corpora

The evaluation of the multi-document relationship identification task presents the problem of not having
available datasets with relationships established at the topic segment level. The only exception is the SSSS
dataset (Ward et al., 2013). The problem with this corpus is that it contains social spontaneous speech.
Therefore, there is not an overall topic in the documents, as they contain dialogs with unrelated topics.
Despite not being ideal, we will still consider this corpus in our evaluation as it still contains document
relationships at the document segment level. The SSSS dataset contains a total of 25 dialogs, with a total
duration of approximately 4 hours, 26 different topics, and a total of 185 document segments.
In order to use the SSSS corpus is was first necessary to align the transcripts with the segment annotations. A perfect alignment could not be obtained because the time stamps in the annotations and in the
transcripts did not have an exact match. Given these circumstances, we opted to consider as part of a segment any portion of the transcripts that overlapped with the segment annotations. In the evaluation only
the manual transcripts were used, since the ones provided by an ASR contained a high error rate degree,
making it impossible, even for a human, to assess if the segments and the subtopic annotation matched.
Another detail to mention is that not all the subtopics are appropriate to use in our experiments. One of
the problems is that some subtopics have the same labels, but different segments. The difference is only
in the upper lettering of the label. For example, “Family” and “family”. An explicit reason for why this
happens is not provided in Ward et al. (2013). Despite this, the authors do state that they are reluctant to
merge topics in these situations, since that would involve a lot of subjectivity. Given the impossibility of
thoroughly inspecting all the segments to assess if a merge would be suitable, we opted for strictly using the
original annotations. The other problem with this corpus is that some of the subtopics allow a broad scope
of segments to be grouped together. For instance, the label “Computer Science Topics” contains segments
discussing classes students are taking, project/assignments, possible career paths, etc. This means that these
subtopics relate to one another at a level different from the one observed in the AVL corpus. Given this situation, in these experiments we opted to choose a subset of the corpus containing more coherent subtopics.
In this context, we used 8 topics with a total of 106 segments. A description of this subset is provided in
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Table 3.3.
Topic

Segments

#Words

#Unique words

Courses
Math
Internships
Research
Family
Games
Movies
TV Shows

37
7
6
8
7
12
17
12

889
209
69
656
208
1182
410
646

341
110
46
266
130
458
192
270

Table 3.3: Description of the SSSS corpus used for the relations identification experiments.

Facing again the problem of not having available corpora for the evaluation, we annotated the AVL
corpus with topic similarity relationships. Carrying out this task is not trivial, especially due to the presence
of multiple topics in a single segment. The reference use case for the annotation is a scenario where users are
browsing a set of related documents and when relevant information is found they request “more like this”.
This is a more user centered approach rather than a semantic equivalence approach. A similar guideline as
also been described in the SSSS corpus annotation (Ward et al., 2013).
The annotation process consisted of going through each document individually. In the case of the first
document, the segments were tagged with the subtopic they discussed. On subsequent documents, it was
assessed if the segments should be assigned with an existed tag or if a new tag should be created. It should be
noted that the segments correspond to the ground truth described in Section 3.2.5.2. It was not considered
to perform the relationship identification in the output obtained by an automatic segmentation technique
because making annotations in a set of erroneous segments is not feasible. Moreover, as our segmentation
technique is improved the segments will change and, thus, a new document relationships annotations would
be required. This process is expensive and we cannot afford to do it multiple times.
Carrying out the described annotation process is not a trivial task. One of the main challenges is again
the fact that some segments discuss multiple subtopics. An example of a difficult annotation between two
segments is given below:
Video Lecture
“Do people remember how to do insertions and deletions in a regular binary tree?
How do I insert 6.5 here in this one?
You take 6.5, you’re like, oh, it’s greater than 4, then you move to 5.
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Then you’re like, oh, it’s greater than 5.
Go to 6.
Oh, it’s less than 6, and then it goes to the left of 6.
I meant left of 7.
Testing you all, guys.
6.5 is bigger than 6, so then it goes to the left of 7 because it’s less than 7.
So suppose we have heights stored in the nodes here, because we want to do that for AVLs.
We’ll figure out why in a bit.
The height of this guy used to be 0, 1, 2, 3, right?
What happened when I added this node?
You added 1 to everything.
So I went down on my insertion path to find out where to insert a node, and then I added it.
So in an AVL, after we insert, we have to make sure that the height of every node on the path is
updated.
So the heights will be 1, 2, 3, 4.
So the way we implemented the AVLs is that we do regular insertions and deletions, and then
at the end, we say, well it used to be an AVL.
Now we added or removed the node, so it might be a slightly unbalanced AVL, which means
it’s not an AVL.
And we have the rebalance procedure.
So if you look at rebalance, don’t try to understand it quite yet, but what it does is it calls Rotate
Left and Rotate Right.”
Slides
“ Insert and Rotation in AVL Trees
Insert operation may cause balance factor to become 2 or -2 for some node only nodes on the
path from insertion point to root node have possibly changed in height.
So after the Insert, go back up to the root node by node, updating heights.
If a new balance factor (the difference hleft-hright) is 2 or -2, adjust tree by rotation around the
node.
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Single Rotation in an AVL Tree
Let the node that needs rebalancing be α. There are 4 cases:
Outside Cases (require single rotation):
1. Insertion into left subtree of left child of α.
2. Insertion into right subtree of right child of α.
Inside Cases (require double rotation):
3. Insertion into right subtree of left child of α.
4. Insertion into left subtree of right child of α.
The rebalancing is performed through four separate rotation algorithms.
Consider a valid AVL subtree
Inserting into X destroys the AVL property at node j.
Do a right rotation
Single right rotation
Right rotation done! (Left rotation is mirror symmetric)”

The problem with the previous example is to decide if the segments should be considered as similar
or not. One argument in favor would be to say that both discuss the subtopic of AVL Insert. An argument
against would be to say that the overarching subtopics in both segments are different, since the second
segment is actually more about AVL Rebalance. For these cases, we adopted the guideline of considering
the overarching subtopic as the tag of the segment. Therefore, in the previous examples the segments were
not considered as similar.
After the annotation process, a total of 15 different relationships were found in the set of 86 segments.
As this thesis work progresses, we plan to gather more cross-document relationship annotations from different domains. The idea is to determine how general the proposed method is. A possible new domain is
Physics, since segmented documents already exist, as described in Section 3.2.5.2.

3.3.1.3

Algorithms

Since we frame the document relationship identification in a clustering setting, in the evaluation we
survey algorithms designed specifically for this task, namely:
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k-means (Lloyd, 2006): based on a given k value that specifies the number of clusters to be obtained.
The clustering process is based on minimizing a criterion function that corresponds to the square of the
Euclidean distance between data points and their assigned cluster. The clusters are represented by centroids,
the average sum of the points in that cluster.
Agglomerative clustering (Maimon and Rokach, 2005): a type of hierarchical clustering, meaning
that it produces a nested sequence of clusters, with the top one including all points as a single cluster. The
clustering process uses a bottom-up approach, considering in the beginning all points as individual clusters.
The procedure consists in a series of iterations, and, in each of them, two clusters are merged. The procedure
stops when all documents are merged in an all inclusive cluster. Therefore, in each step it is necessary to
decide which clusters to merge, which is done by using a similarity measure and criterion function.
Density-Based Spatial Clustering of Applications with Noise (DBSCAN) (Sander et al., 1998):
based on 2 values, a radius (Eps) and minimum number of neighbors (M inP ts). When a point in a
Eps-neighborhood contains at least M inP ts it is defined as a core point. When a core point is found, a
cluster is formed with all its neighbors. Then, an expansion process takes place by checking if the neighbors
are also core points. In the positive case, these are added to the cluster. This process is repeated until no new
core points are found. Then, unvisited points are checked to see if they are core points.
Mean Shift (Cheng, 1995): the idea is to imagine that the points are a sample of a distribution and use
Kernel Density Estimation (KDE) to estimate this distribution. By applying a kernel to each point and then
add all individual kernels, a probability surface is generated. Depending on the given kernel bandwidth, the
resulting surface will vary. The probability surface is characterized by a set of peaks, which corresponds to
the different clusters. The clustering procedure is based on iteratively shifting each point uphill, until the
nearest peak is reached.
Spectral Clustering (Weiss, 1999): based on the adjacency matrix of a similarity graph. From the
points to cluster a similarity graph is obtained by comparing the similarity between all pairs of points (any
metric can be used). The next step consists in calculating the graph Laplacian matrix. Then, the first k
eigenvectors of the Laplacian matrix are calculated. The value k is given a priori and corresponds to the
number of desired clusters. The final step consists in using the k-means algorithm to obtain a clustering
from the eigenvectors.
Non-negative Matrix Factorization (NMF) clustering (Xu et al., 2003): based on the NMF matrix
factorization technique that factorizes a non-negative matrix V ∈ IRm×n
into two other non-negative ma+
trices. Each row of V denotes a point to be clustered (m corresponds to the number of points and n to the
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number of features). The goal of the factorization is to obtain V ≈ W H, where W and H are m × K and
k × n matrices. The parameter K needs to be specified a priori and corresponds to the number of desired
clusters. The factorization is found by using an optimization approach, where the error ||V − W H|| needs to
be minimized. The non-negative property of NMF makes the reduced space easy to interpret. Each element
Wik indicates the degree of association of point i with cluster k. Therefore, it suffices to take the highest
value of Wi to find the corresponding cluster.
In Section 3.3 we proposed an approach to document segment relationship identification based on word
communities. This can also be viewed as a topic modeling task (Blei, 2012), since its output are groups of
words that relate to a common topic. Therefore, we also experiment the use of topic models in the document
relationship identification task. The idea behind topic models is that documents are assumed to be observed
from a generative probabilistic process that contains hidden variables. The hidden variables represent the
topic structure of the document. Each topic is a distribution over words and documents correspond to some
mixture of those topics. Finally, words are viewed as draws from one of the topics. Using the previous
concept, a probabilistic graphical model is built and from it posterior inference is made in order to estimate
the distribution of the hidden variables.
Taking into account that we propose the use of the Walktraps graph-community detection algorithm,
it is important compare it with other related algorithms. In this context, we survey the following graphcommunity detection techniques:
Label Propagation (Raghavan et al., 2007): the algorithm starts by having each node assigned to a
different community. Each node is then visited and is assigned the label which is most frequent among its
neighbors. Ties are broken at random. The algorithm terminates when there are no changes in the labels
when compared to the previous iteration.
Clauset-Newman-Moore (CNM) (Clauset et al., 2004): based on the modularity criterion, which measures the strength of a community structure within a graph. The intuition is that high modularity means that
dense connections are observed in a set of nodes from the same community and sparse connections are observed between nodes from different communities. The algorithm starts by having each node assigned to a
different community. For each node, we evaluate the modularity gain from removing the node from its community and placing it in its neighbors. If the modularity increases, the node is reassigned to the community
with the highest gain. The process is repeated until no changes in the graph are observed (changing nodes
to other communities does not improve modularity).
Louvain (Blondel et al., 2008): similar to the previous algorithm, with the difference that in each
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iteration nodes in the same community are merged into a single node and the corresponding edge weights
added.
Leading Eigenvector (Newman, 2006): the algorithm starts by having all nodes belonging to the same
community. In each iteration, the graph is split into two communities in a way that a significant increase
in modularity is obtained. The split is determined by evaluating the leading eigenvector of the modularity
matrix.
Bigclam (Yang and Leskovec, 2013): based on the optimization of a likelihood community membership
matrix (for more details refer to Section 2.4.2).
Others algorithms were also considered, namely: Givan Newman (Girvan and Newman, 2002), Clique
Percolation (Palla et al., 2005), Edge Betweenness (Newman and Girvan, 2004), and SpinGlass (Reichardt
and Bornholdt, 2006). After running these algorithms in our document relationship identification corpus,
we observed that their running time was high. Therefore, they were left out of this study.

3.3.2

Results with the AVL Corpus

The following sections report the document relationship identification experiments done with the AVL
corpus. In this context, we surveyed 3 different research areas: clustering, topic modeling, and graphcommunity detection. The goal is to obtain baseline results in the document relationship identification task
to compare with the Walktraps approach proposed in Section 3.3. It should be noted that we only report the
results obtained on a subset of the corpus. This is related with the unsatisfactory results obtained when using
the full corpus. Therefore, we opted to make the first experiments on a controlled subset of the corpus than
better matches the limitations of the current approach. The criterion was to only use the most transversal
subtopics in the documents. In this context, only subtopics that appeared in the majority of the documents
were considered. In total 49 segments were used. A description of this subset of segments is provided in
Table 3.4.
Topic

Segments

#Words

#Unique words

Binary Search Trees
Tree Height
Tree Rotations
Balanced Trees
AVL Rebalance

7
5
13
13
11

1822
1800
3762
3670
8142

284
338
538
483
700

Table 3.4: Description of the AVL document corpus used for the relations identification experiments.
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3.3.2.1

Clustering

All clustering algorithms described in Section 3.3.1.3 require the specification of some parameters. In
this study we set those parameters in the following way:
• k-means: the number k of clusters was set to 5, the number of subtopics in the corpus.
• Agglomerative Clustering: the following similarity metrics where assessed: cosine, Euclidean, and
Gaussian. For the Gaussian metric, variances (σ 2 ) within the range from 1 to 500 (step size 1) were
tested. Different merge functions were assessed, namely: ward, complete, and average.
• DBSCAN: all combinations of Eps, within the range of 0.1 and 0.9 (step size 0.1), and M inP ts,
within the range of 1 and 14 (step size 1), were tested. The maximum value of M inP ts corresponds
to the number of points in the largest cluster. All the previously mentioned similarity metrics were
also tested.
• Mean Shift: the Radial Basis Function (RBF) kernel was used and tested with bandwidth values from
1 to 1000 (step size 1).
• Spectral Clustering: the number of desired clusters was set to 5. The same similarity metrics referred
in the Agglomerative clustering were used to test different similarity graphs.
• NMF Clustering: the number of desired clusters was set to 5.
It should also be noted that apart from the mentioned similarity metrics, semantically motivated metrics
was also investigated, namely the ones provided by Pilehvar et al. (2013). Unfortunately these metrics
cannot compare segments in an acceptable running time. Therefore, they could not be included in these
experiments. The implementation used for all clustering algorithms, except NMF, was the one provided
by Buitinck et al. (2013). The NMF-based clustering implementation was the one in He et al. (2014).
Using the previous experimental setup, the best results obtained are described in Table 3.5. The results
show that most of the techniques obtained low scores in all evaluation metrics. The only exceptions were
the Agglomerative and Spectral clustering. It should be noted that not all evaluation metrics agree in what
was the best technique, since Spectral clustering had higher scores in ARI and F1 , whereas Agglomerative
clustering had the best Acc score. Also, there is not a strict correlation between the evaluation metrics.
For example, Mean Shift obtained the lowest ARI, but would be considered as one of the best performing
techniques in F1 . In this context, we set as a baseline the Spectral clustering technique, since it was the best
in two of evaluation metrics and still performed well on the third one.
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Clustering Algorithm

Parameters

ARI

F1

Acc

k-means

-

0.011

0.34

0.31

0.11

0.32

0.52

Agglomerative

cosine similarity
linkage merge criterion

DBSCAN

cosine similarity
M inP ts = 2
Eps = 0.8

0.03

0.26

0.27

Mean Shift

bandwidth = 9

0.009

0.35

0.29

Spectral

Gaussian similarity
σ 2 = 156

0.15

0.36

0.41

NMF

-

0.046

0.22

0.45

Table 3.5: Best performance of the clustering algorithms in the AVL corpus. The best results are in bold.
In order to understand the space where the clustering task is performed, Figure 3.2 depicts the heat maps
of the AVL segment similarity matrix using the assessed similarity metrics. In the heat maps, darker tones
indicate more similar segments. In all cases, one can observe that it is impossible to distinguish the true
clusters. This means that no contrast can be found between segments that should belong to the same cluster
and the ones that should not. The cosine similarity case (Figure 3.2a) is the best example of this situation,
since the map prominently has light colored cells. This means that all segments were considered not similar.
The Euclidean and Gaussian cases (Figure 3.2b and 3.2c) present a better contrast. Despite this, it is still far
from obvious what the clusters should be. In practice, most of the clustering techniques had a tendency to
concentrate the majority of the segments in a single cluster. This constitutes a limitation that the similarity
space imposes over the clustering techniques. Meaning that if the similarity space does not properly reflect
how the segments should be grouped, then there is not much chance for the clustering techniques to perform
well. This is a particularity of our task, since the segments are related to a common overarching topic and
come from different media, this causes them to be wrongly perceived by a similarity metric.

(a) Heat map using cosine similarity. (b) Heat map using Euclidean distance. (c) Heat map using Gussian similarity.

Figure 3.2: Heat maps of the AVL corpus. The Ci regions (delimited in red) correspond to the true clusters.
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After analyzing the segment similarity space with the bag-of-words model, we looked for other alternative models, more concretely the Document to Vector (doc2Vec) model (Le and Mikolov, 2014). doc2Vec
is a modification of the Word to Vector (word2vec) model (Mikolov et al., 2013) so that a unsupervised
learning of continuous representations for larger blocks of text (sentences, paragraphs, segments or entire
documents) is possible. The original word2vec algorithm takes an input corpus and learns word vector
representations from it. Using these vectors, similarities between words can be computed. The advantage
is that the learned word vectors carry semantic meaning. For example, vector(Paris) - vector(France) +
vector(Italy) results in a vector that is close to vector(Rome). The learning procedure is based on either
the Continuous Bag-Of-Words (CBOW), or skip-gram models. The CBOW method consists of predicting a
word given the surrounding words. Skip-gram is the opposite, it predicts a windows of words given a single
word. Both methods use artificial neural networks as their classification algorithm. The idea for doc2Vec
is in the same spirit. Therefore, the input is a set of documents, and the output is the corresponding document vector representation. Again, two possible methods were designed to learn the document vectors:
Distributed Memory (DM), and Distributed Bag-Of-Words (DBOW). DM predicts a word given its previous words and a document vector. DBOW is the opposite, predicts a random group of words in a paragraph
given its document vector.
Experiments with the doc2Vec model were carried out considering the segments as documents. The
tests assessed both the DM and DBOW learning procedures. The resulting segment vectors were then
directly used in the Spectral and Agglomerative clustering techniques, since these were best performing
ones when the bag-of-words models was used. The results obtained in the new models were much worst.
The best values in ARI, F1 , and ACC were 0.006, 0.21, and 0.33, respectively. Therefore, the clustering
baseline could not be improved. A possible explanation is the fact that the used training data was not
sufficient to learn a proper representation of the segments. After inspecting the heat maps for the new
model, it was possible to see that generally all segments were being considered similar among one another.
Since this similarity space was not appropriate, exhaustive test with the other clustering techniques were not
carried out.

3.3.2.2

Topic Modeling

The experiments in the context of topic modeling were made using the software made available by
Řehůřek and Sojka (2010). All the proposed scoring functions (Equations 3.6, 3.7, and 3.8) were tested.
It was also necessary to chose the top-n most probable words from each topic word distribution. For this
purpose a range between the top-1 and top-200 words was assessed. Another detail to mention is that the
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probabilistic nature of topic modeling makes it non-deterministic. This means that different runs will yield
different topic distributions. Therefore, sometimes abnormal results were observed. In order to obtain more
consistent results, each of the topic models were run 10 times and the corresponding results averaged.
The number of desired topics was set to 5, since it is the number of subtopics in the AVL corpus. A
summary of the results is in Table 3.6. From the table it is possible to conclude that using scorec with the top19 words from each topic distribution obtains the best results. Therefore, we establish this parametrization
as our topic modeling baseline in the AVL corpus. Despite this, it should be noted that the other results were
close in all metrics.

scorec
scoreseg
scoretf if

n
top-n

ARI

F1

Acc

19
17
6

0.10
0.08
0.09

0.31
0.30
0.30

0.44
0.44
0.42

Table 3.6: Best results in the AVL corpus using a topic models. In bold are the highest scores obtained.

In order to better understand the influence of the top-n parameter, Figure 3.3 shows a plot where it is
possible to see how the ARI scores vary as the number of words increases. It is possible to observe that
oscillation in the results is happening, but most differences are actually small. Despite this it is possible to
identify a clear peak in the plot, which demonstrates that the chosen words make a difference in the results.

Figure 3.3: Results obtained by varying the top-n words in the topic modeling approach with scorec .

3.3.2.3

Graph-Community Detection

The experiments carried out in the AVL corpus were performed by trying the graph-communities detection techniques, described in Section 3.3.1.3, using all the proposed weighting schemes and scoring
functions (Section 3.3). It should be noted that some of the techniques are not sensible to edge weight. In
these cases, only the different scoring functions were tested. The used implementation of the techniques was
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the one provided by Leskovec and Sosič (2014) and Csardi and Nepusz (2006). Another aspect to consider
is that there are words in the documents that should not be considered for the word community detection
task, since they are either too common or too rare to be representative of a subtopic in a document. Shahaf
et al. (2012a) addressed this problem using a tf-idf to filter the document vocabulary. In this experiment we
also adopted such approach by setting for each segment a cutoff at the top-100 words with th highest tf-idf
score. Another possibility to explore is to perform Keyterm Extraction (Section 2.1), and, then, perform
word community detection on the keyterms.
A summary of the results is provided in Table 3.7. From the results it is possible to observe that results
were close in the F1 and Acc metrics. For the F1 score Label Propagation and Leading Eigenvector are
tied with a value of 0.35. For the Acc metric the CNM and Louvain algorithm obtained a score of 0.42. As
for as ARI, there is a clearer winner, which the Louvain algorithm. Since the Louvain algorithm obtained
the highest values both in ARI and Acc, we considered it as a baseline for graph-community detection
algorithms.
Graph-Community
Detection Algorithm

Weighting

Scoring
Function

ARI

F1

Acc

Label Propagation

-

scorec

0.0

0.35

0.27

CNM

-

scoretf if

0.05

0.31

0.42

Louvain

Best tf-idf

scorec

0.12

0.31

0.42

Leading Eigenvector

Count + Best tf-idf

scoretf if

0.05

0.35

0.38

Bigclam

-

scoreseg

0.06

0.1

0.25

Table 3.7: Best results obtained with surveyed graph-community detection algorithms. In bold are the best
results obtained.

The previous results indicate that it is important to differentiate the word co-occurrence relationships
according to an importance measure rather than just relying on word counting. As for as the score function,
the simpler scorec function worked better. This demonstrates that after discovering the communities, words
should be treated as equally important when performing the mapping task, otherwise higher tf-idf words
might induce unwanted bias. This makes sense, since if the words were assigned to the same community
they represent some subtopic as whole and, thus, a subset of the words should not be expressive enough to
represent that subtopic.
Taking into account that exploring all possible top-n words cutoffs is not feasible, since the number of
weighting schemes, scoring functions, and top-n is high, we only performed this analysis on the technique
with the best previous results. In this context, we varied the number of used words between 1 and 300
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and applied the Louvain algorithm with the Count + Best tf-idf weighting scheme and the scoring function
scorec . The results obtained are in Figure 3.4. From the plot it is possible to observe the same results
oscillation reported in the topic modeling experiments (Section 3.2.3). The difference is that more relevant
peaks can be observed. This shows that tf-idf is not properly ordering the words in terms of their relevance,
because if the result drop and get significantly higher again, then there must be some relevant words ranked
lower pulling the scores up again. The best performance was obtained with the top-169 tf-idf words. The results obtained in ARI, F1 , and Acc were 0.19, 0.39, and 0.48, respectively. This constitutes an improvement
over the previous results and, thus, we set them as the baseline for graph-community detection algorithms.

Figure 3.4: Results obtained by varying the top-n words in the Louvain algorithm using Count + Best tf-idf
weighting and scorec .

After having defined the baseline results for the document relationship identification task, we now describe the experiments carried out using the proposed Walktraps approach. The experimental setup is similar
to one described for the other graph-community detection techniques. Therefore, we start by analyzing all
combinations of weighting schemes and scoring functions. The top-100 tf-idf are used for the community
detection task. As mentioned in the Walktraps description (Section 3.3), there is a parameter that needs to
be set, which is the length t of the random walk. Since it is not feasible to experiment all combination of
top-n and t, we first fix t = 50. Later we experiment with the tuning of both parameters. The obtained
results are in Table 3.8. Results show that the combination of the weighting scheme Count + Avg tf-idf with
the scoring function scorec obtains the best performance, which is in line with the previous experiments.
Weighting

Scoring
Function

ARI

F1

Acc

Count

scoretf idf

0.05

0.37

0.33

Best tf-idf

scorec

0.10

0.36

0.40

Count + Best tf-idf

scoretf idf

0.06

0.35

0.29

Count + Avg tf-idf

scorec

0.19

0.39

0.48

Table 3.8: Best results obtained by testing the Walktraps algorithm with all possible combinations of weighting schemes and scoring functions. In bold are the highest scores obtained.

78

CHAPTER 3. PROPOSED SOLUTION

The next experiment consisted in assessing the influence of the top-n words parameters. Using the best
previously obtained configuration, a range of top-n values between and 1 and 300 was tried. The obtained
results are in Figure 3.5. The best result was obtained when n = 78 with ARI, F1 , and Acc values of 0.21,
0.44, 0.52, respectively. From the plot it is possible to observe that properly setting n is important, since
there is plenty of oscillation in the results. Contrary to other experiments, in this case it was possible to see
a possible saturation around n = 100. This means that after some point the performance dropped to a stable
value and no improvements were observed afterwards. This shows that the Walktraps algorithm is more
sensitive to noisy words than previous approaches.

Figure 3.5: Results obtained by varying the top-n words in Walktraps using Count + Avg tf-idf and scorec .

The last experiment with in the AVL corpus consisted of using the top-78 words and vary the length t
of the random walk between 1 and 1000. Figure 3.6 shows the obtained results. In the plot we only display
the first 300 values for readability, but the pattern around t = 230 repeats in the remaining values. The
results show that the performance varies according to the used t value. Also, there is no straight correlation
between increasing t and the performance metric ARI. This makes it hard to set the optimal value of t. The
best results were obtained for t = 208, with ARI, F1 , and Acc values of 0.3, 0.46, 0.52, respectively.

Figure 3.6: Results obtained by varying the random walk length t in the Walktraps algorithm.
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Discussion

Having performed all experiments with techniques from different research areas, this section provides
a discussion on the overall obtained results. In Table 3.9 summary of the best results is provided. The
Walktraps proposed approach provided the best performance in the document relationship identification task,
obtaining better results in all used evaluation metrics. The most important conclusion from these results is
that graph-community detection-based techniques are more suitable for the relationship identification task.
The difference in the evaluation metrics is substantial, with a value twice higher in ARI, and 10% increase
in F1 and Acc. The problem with clustering techniques is that they rely on a similarity space, which is
not appropriate for the nature of this task, as discussed in Section 3.3.2.1. Given the results obtained, we
claim that the document relationship identification task should be done by exploring network properties of
a co-occurrence graph using a graph-community detection approach.
ARI

F1

Acc

Spectral Clustering

0.15

0.36

0.41

Topic Models

0.10

0.31

0.44

Louvain

0.19

0.39

0.48

Walktraps

0.30

0.46

0.52

Table 3.9: Summary of the best results in the document relationship identification task. In bold are the
highest scores obtained.

To understand the errors the different techniques are making, Figure 3.7 presents a visualization of the
clusterings. On the leftmost side of the figure is the ground truth labels clustering. The coordinates of
the points were setup artificially so that segments in the same cluster are close to each other. This is for
readability purposes. Also, the correspondence between cluster colors and subtopics is only meaningful in
the true clustering, as the other techniques are agnostic to what possible subtopics they discovered.
Intuitively the clustering obtained with the topic models approach seems to be the worst one. Overall,
the points that should have ended up in the same cluster are scattered across different clusters. The only
exception is the Binary Search Tree (BST) subtopic, but still has the problem of also having been merged
with the Balanced Trees subtopic. The Spectral clustering shows improvements, since the segments of AVL
Rebalanced have been almost uniquely grouped together. Despite this, it is possible to observe a yellow
cluster that contains segments from almost all different subtopics.
As for as the Louvain and Walktraps clusterings, we can see that two main clusters were formed. The
red and green clusters in the Louvain technique, and the yellow and blue clusters in Walktraps. This means
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(a) True clusters.

(b) Spectral clustering.

(d) Louvain clustering.

(c) Topic Models clustering.

(e) Walktraps clustering.

Figure 3.7: Clustering comaprison between all surveyed techniques and the true clusters.
that two subtopics are being merged. Interestingly, these are actually different between the two techniques.
Louvain merged the segments from Balanced Trees and AVL Rebalance in the red cluster, and BST and
Tree Rotations in the green cluster. Walktraps merged BST and Balanced Trees in the yellow cluster, and
AVL Rebalance and Tree rotations in the blue cluster. These mistakes are probably due the vocabulary
sharing across the subtopics. Although both graph-community techniques seem to show similar behavior, it
is possible to observe that Walktraps was more precise. For instance, Walktraps clearly grouped better the
segments from the Tree Rotations subtopic, explaining the better performance in the evaluation metrics.

3.3.3

Results with the SSSS Corpus

The experiments made in the context of the SSSS corpus followed a methodology similar to the one
used for the AVL corpus.

3.3.3.1

Clustering

Using the same experimental setup described in the AVL corpus (Section 3.3.2.1), we carried out a
similar experiment in the SSSS corpus. The results obtained are in Table 3.10. The results show that
Spectral clustering was again the best performing technique in all evaluation metrics.
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Clustering Algorithm

Parameters

ARI

F1

Acc

k-means

-

0.04

0.33

0.37

Agglomerative

cosine similarity
complete criterion

0.16

0.38

0.47

DBSCAN

cosine similarity
M inP ts = 8
Eps = 0.9

0.08

0.32

0.38

Mean Shift

bandwidth = 1

0.03

0.32

0.40

Spectral

Gaussian similarity
σ 2 = 186

0.27

0.41

0.47

NMF

-

0.21

0.34

0.43

Table 3.10: Best performing parametrizations of the clustering algorithms in the SSSS corpus. In bold are
the highest scores obtained.
We also perform a heat map analyzes of the SSSS corpus similarity graph in Figure 3.8. The conclusions
are similar to the AVL corpus. The heat map using the cosine similarity (Figure 3.8a) provides the least
contrast, with all segment being considered very dissimilar to one another. The Euclidean and Gaussian
similarities (Figures 3.8b and 3.8c) provide a more fine grained distinction between the segments. Despite
this there are still many segments that are wrongly perceived as similar by the metric.

(a) Heat map using cosine similarity.

(b) Heat map using Euclidean distance.

(c) Heat map using Gussian similarity.

Figure 3.8: Heat maps of the SSSS corpus. The Ci regions (delimited in red) correspond to the true clusters.

Experiment using doc2Vec models were also carried out. Improvements could not be obtained, but the
results were not as bad as in the AVL corpus case. Using the DBOW it was possible to obtain 0.12, 0.33,
and 0.38 values in ARI, F1 , and Acc, respectively.
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3.3.3.2

Topic Modeling

The experimental setup in the topic models experiments with the SSSS corpus was similar to the one
used in the AVL corpus (Section 3.3.2.2). The obtained results are in Table 3.11. The evaluation scores
were much higher in the ARI metric than in the AVL corpus. Again, changing the scoring function did not
impact the results significantly. Since scorec obtained a slightly better result in Acc we considered it as the
best performing function in this experiment.

scorec
scoreseg
scoretf if

n
top-n

ARI

F1

Acc

166
113
173

0.17
0.17
0.17

0.30
0.30
0.29

0.46
0.43
0.43

Table 3.11: Best obtained results in the SSSS corpus using a topic model approach with the different scoring
functions. In bold are the highest scores obtained.

Using the scorec function, we analyze the influence that the top-n words parameter has in the results.
Figure 3.9 shows the plot for this experiment. The conclusions are similar to the AVL corpus case. It is
possible to observe that the results oscillate when increasing n, meaning that finding the optimal value is not
an easy task. The best results were obtained with the top-180 words with scores of 0.19, 0.32, and 0.45, in
ARI, F1 , and Acc, respectively. These results are slightly better than before in ARI and F1 (a 0.02 increase
in both) and slightly worse in Acc (a 0.01 decrease). In this context, we set these results as the topic models
baseline.

Figure 3.9: Results obtained by varying the top-n words in the topic modeling approach with scorec in the
SSSS corpus. In bold are the highest scores obtained.
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Graph-Community Detection

In this section, we report the experiments made to obtain baseline results in the SSSS corpus using
graph-community detection-based approaches. The experimental setup is similar to the one described in
the AVL corpus case (Section 3.3.2.3). The obtained results are in Table 3.122 . In these experiments the
results were unanimous, with the Louvain technique performing better in all metrics. It should be noted that
the best weighting scheme and scoring function were Count and Best tf-idf. These two combinations are
different from one another, in the sense that one just uses raw counts whereas the other takes into account an
importance value of the words. The fact that different scoring functions worked better in different scenarios,
shows that the corpora have particular characteristics and, thus, different ways to achieve a better model for
the data are necessary.
Graph-Community
Detection Algorithm

Weighting

Scoring
Function

ARI

F1

Acc

Label Propagation

-

scoretf if

0.06

0.17

0.26

CNM

-

scoreseg

0.06

0.25

0.35

Louvain

Count

scoreseg

0.21

0.36

0.42

Bigclam

-

scoreseg

0.05

0.09

0.19

Table 3.12: Best results obtained in the SSSS corpus. In bold are the highest scores obtained.

Given the previous results, we performed the experiments varying the top-n words with the Louvain
technique and the Count weighting scheme. The results obtained are in Figure 3.10. As with other similar
experiments, oscillations in the results were observed. The best results were obtained with the top-5 words
with 0.26, 0.40, and 0.48 scores in ARI, F1 , and Acc, respectively. Therefore, these are the baseline results
for graph-community detection techniques.

Figure 3.10: Results obtained in the SSSS corpus by varying the top-n words in the Louvain algorithm using
Count weighting and scoreseg .
2

The results using the Leading Eigenvector were not possible to obtain due to problems in the ARPACK eigen solver.
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We now report the experiments with the proposed Walktraps algorithm in the SSSS corpus. Initially an
experimental setup similar to Section 3.3.2.3 was used (top-100 words and t = 50). The results obtained in
this setup fell short in all combinations of weighting schemes and scoring functions. Therefore, we tested a
range of t values between 10 and 200 (step size of 10) to obtain more appropriate t values for each weight
and score function combination. The results for this experiment are in Table 3.13. From the results it is
possible to observe that generally the results were close in all metrics. In this context, we opted to continue
testing the strategies using Count and Count + Best tf-idf, since they were the best performing ones in two
of the metrics. Therefore, we examined the parameter tunning on both strategies to see if more noticeable
differences could be detected.
Weighting

Scoring
Function

ARI

F1

Acc

t

Count

scoreseg

0.15

0.31

0.39

20

Best tf-idf

scoreseg

0.14

0.30

0.38

20

Count + Best tf-idf

scoreseg

0.15

0.30

0.40

20

Count + Avg tf-idf

scoretf idf

0.14

0.29

0.36

30

Table 3.13: Best results obtained in the SSSS by testing the Walktraps algorithm with all possible combinations of weighting schemes, scoring functions, and t values. In bold are the highest scores obtained.

The first parameter we tune is the top-n words. Again, a range from 1 to 300 was tested. A plot showing
how the ARI metric varies as the n increases is depicted in Figure 3.11. As in similar previous experiments,
it is possible to see that setting this parameter properly is crucial, since results may vary significantly. A new
pattern in this kind of plot can be observed for the SSSS corpus. Around the top-40 point, results stabilized.
The reason for this is that the newly used words originated small and irrelevant communities, which did
not affect results at all. The best results for the Count weighting strategy were observed when n = 15 and
values of 0.19, 0.34, and 0.42 were obtained in ARI, F1 , and Acc, respectively. For the Count + Best tf-idf,
n = 20 achieved the best results with 0.17, 0.34, and 0.44 values in ARI, F1 , and Acc, respectively.

Figure 3.11: Results obtained in the SSSS corpus by varying the top-n words in the Walktraps algorithm.
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Given the still close results, we performed the tuning of the parameter t using both techniques. A range
of t between 1 and 1000 was tested. The corresponding plot is in Figure 3.12. For readability, we do not
display all t, since the scores stabilized around t = 510. Overall it is possible to observe oscillation in the
results. Despite this, there is a tendency for the ARI to increase until t = 20, afterwards the results do not
get as higher. The explanation is that the parameter t cannot be too high, otherwise the random walk will be
able to reach every node of the graph. If this happens, the graph is perceived as a single community. The
best results for the Count weighting strategy were observed when t = 19 and values of 0.21, 0.35, and 0.40
were obtained in ARI, F1 , and Acc, respectively. For the Count + Best tf-idf, t = 20 achieved the best
results with 0.17, 0.34, and 0.44 values in ARI, F1 , and Acc, respectively. Although the results continue to
be close, the Count weighting strategy obtained better performance in two of the evaluation metrics and only
a 0.04 difference in the third one. Therefore, we consider it the best result with the Walktraps algorithm.

Figure 3.12: Results obtained by varying the random walk length t in the Walktraps algorithm.

3.3.3.4

Discussion

After having carried out all experiments with the SSSS corpus, this section provides a discussion of the
obtained results. In Table 3.14, a summary of all results is provided. Contrary to the AVL corpus, the results
were close between two techniques: Spectral Clustering and Louvain. In a practice the former obtained a
better overall performance, since it had the highest scores in two of the metrics. As for as the Walktraps
algorithm, it got significantly behind the top-2 techniques and performed better than the Topic Models.
ARI

F1

Acc

Spectral Clustering

0.27

0.41

0.47

Topic Models

0.17

0.30

0.46

Louvain

0.26

0.40

0.48

Walktraps

0.21

0.35

0.40

Table 3.14: Summary of the results in the SSSS corpus. In bold are the highest scores obtained.
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In order to have a visual perception of the types of errors the surveyed techniques are making, Figure 3.13 shows the corresponding obtained clusterings. From the figure it is possible to conclude that
Spectral clustering (Figure 3.13b) is the most accurate one. One of the problems is again the merging of
topics. Spectral clustering merged the topic of “Courses” with “Math” (red cluster). This makes sense, since
math is a type of course and, thus, the same type of discussions might arise when talking about this topic.
The general problem is that the remaining clusters are scattered across all topics. As for as the remaining
clusters, they scattered the topics much more. For example, the blue cluster seems to group segments from
the “Movies” topic, but also includes segments from all other topics. This kind of issue generally occurs in
the clusterings obtained with all other techniques.

(a) True clusters

(b) Spectral clustering

(d) Louvain clustering

(c) Topic Models clustering

(e) Walktraps clustering

Figure 3.13: Clustering comparison between all surveyed techniques in the SSSS corpus.

The advantage of the graph-community clusterings (Figure 3.13d and 3.13e) over the Topic Models one
(Figure 3.13c) is that the “Games” topic was better captured. The problem is that these approaches discover
a number of topics higher than the actual value (11 for Louvain and 21 for Walktraps). This reflects how
different the SSSS corpus is from the AVL corpus. The SSSS corpus contains more heterogeneous segments
(even when considering a common topic), whereas the AVL segments have an overarching topic.
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Multi-Document Structuring

From the output of the relation extraction module, it is possible to provide efficient browsing in a
collection of documents. Topic segments and their equivalence relationships are identified, and, thus, it is
possible for a user to find content from different sources related to the needed information. Despite this
advantage, a further step can still be taken. The idea is to perform Multi-Document Structuring, so users
can perceive the bigger picture of a set of related documents. This is important in a scenario where we
actually have documents with different, but still related, overall topics. An example would be the learning
materials from a Data Structures course. Part of the course is dedicated to explaining the general concept
of a tree structure and the associated operations. Then, as the lessons progress, different algorithms for
obtaining efficient data structures using trees are introduced. The structure of the document should make
it evident that this type of relation between topics exists. A possible approach to this problem is to use
the Metro Map structure (Section 2.4.5), developed by Shahaf et al. (2012a), for organizing the document
segments. Continuing with the Data Structure course example, a simplified example of how we can organize
the learning materials into a Metro Map is given in Figure 3.14. The Metro Map is composed of three
different lines: the yellow line describes the tree abstract data type, the red line describes binary search trees,
and the blue line describes AVL trees. By using this representation it is possible to visualize relationships
between the different lines (topics). For instance, we can see that the abstract data type tree can be used
for specialized trees, such as binary search trees and AVL trees. Also, the intersection between the red and
blues lines shows that rotations are used in the AVL insert operation.

Figure 3.14: Metro Map example for a Data Structure course.
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In order to structure a collection of documents into a Metro Map, it is necessary to extract a set of metro
stops from the documents. The topic segment relation identification module can provide such information.
In this case, the metro stops are represented by the detected word communities, together with the associated
segments. For the generation of metro lines, we hypothesize that this can be done by grouping documents
that share a high number of ts2ts relationships. We expect these documents to be topically self-contained
and, thus, directly using the word communities associated with the segments would be a suitable way of
representing metro stops. In this scenario we also expect for all extracted metro lines to be used in the
final metro map, since the redundancy aspect is already covered by the extraction of equivalence relations
between segments. Therefore, the last step consists of determining how the metro lines intersect. This can
again be done by looking for common words between metro stop from different lines.

3.4.1

Evaluation

The evaluation for the Multi-Document Structuring module is challenging since an intrinsic evaluation
based on some ground truth is not suitable. This is related to the difficulty of defining a single best way of
structuring the documents. Even if such a structure exists it is still very difficult to compare two document
structures in a principled way. For these reasons we propose to turn to an extrinsic evaluation procedure. The
idea is to design a task that makes use of a document structure and measure the performance of users when
using our system and some other baseline version. This is inline with the research by Kim et al. (2014) and
Shahaf et al. (2012a), where a similar situation is described (Sections 2.2 and 2.4.2). As baselines, we could
use versions of the system where some of the modules were disabled. For example, it is possible to use as a
baseline a system that would only output a list of documents and their corresponding segments, resembling
a traditional search engine. The comparison of the different systems could then be done through search
tasks in the collection of documents. An example, in an educational domain, would be to give an exercise
and ask users to find document segments which are related to solving this particular exercise. For this case,
a ground truth of document segments must be obtained in order to measure precision and recall. Another
evaluation metric which should be considered is the time that users take to find the document segments.
This evaluation would give insights regarding the browsing efficiency that can be obtained by structuring a
collection of documents.

3.5. CONCLUSIONS

3.5

89

Conclusions
In thesis we propose to develop work on 3 different tasks to accomplish efficient multi-document brows-

ing: Topic Segmentation, Relationship Identification, and Multi-document Structuring. Given the proposed
work in this document, we now provide the corresponding conclusions and research directions.
For the topic segmentation task, we have proposed an initial statistical model to take into account
multiple documents (Section 3.2.1). The results obtained indicate that this type of model achieves better
performance than a model that only takes into account one document at a time. Despite this, some desirable
characteristics for the model are not yet contemplated, namely: media source, topic mixtures, and topic
ordering (Sections 3.2.2, 3.2.3, and 3.2.4). These should allow to deal with more complex segmentation
situations and, thus, more accurate results are expected. Therefore, these are the research lines to be pursued
in the context of the segmentation task during the remaining of this work.
A method for performing the document relationship identification task has been proposed (Section 3.3).
An initial assessment was made using subsets of the AVL and SSSS corpora. The results were not unanimous. In the AVL corpus the Walktraps proposed approached performed better, showing that this kind
of model can better handle a scenario where segments closely relate to one other at the subtopic level and
where all of them relate to an overarching topic. As for as the SSSS corpus, the Spectral clustering was more
suitable, indicating that segments that more loosely relate with one another at the subtopic level and do not
have an common overarching topic should be modeled differently. It should be noted though that the Louvain technique obtained close results. Therefore, we do not discard the possibility that a graph-community
detection approach cannot perform well in the SSSS corpus, especially because there is a lot of room for
improvement. One of the main questions that the results leave open is if the tf-idf is a good measure of importance of the words. The argument is that if it was indeed, then a more straight correlation in the number
of used words and the evaluation metrics should be observed, instead of the constant oscillations. Therefore, it will be considered the investigation of other criteria to perform the initial word filtering. Finally, the
scoring function should be improved in order to take into account possible patterns in subtopic sequences.
As for as the multi-document structuring problem, it is necessary to verify the hypothesis that a Metro
Map like organization is suitable for structuring related documents (Section 3.4). In this context, it is first
necessary to investigate how to determine which documents should be part of the same metro line and which
metro stops should correspond to intersections. A first approach to this problem will be done by grouping
documents in the same metro line if they share many topic segment relationships with one another. The
intersection should then be based on the word similarity between metro stops.
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4

Proposed Timeline
This chapter discusses the schedule for the doctoral study proposed in this document. The gant charts
below depicts the corresponding work schedule.
2016

2017

Apr May Jun Jul Aug Sep Oct Nov Dec Jan Feb Mar Apr May

Thesis Proposal
Data Collection
Segmentation Data
Document Relationship Data

Relationship Identification
Score Function Development
IR Engine Integration

Document Segmentation
Segmentation Model

Document Structuring
Algorithm Development
User Case Study Design
User Case Study Experiment

System Improvement
Document Segmentation
Relationship Identification
Document Structuring
Thesis Writing

Thesis Defense
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Data Collection: this is an ongoing task to be performed interchangeably during the development
of two other major tasks (Relationship Identification and Document Segmentation). Two different type
of annotations are necessary. One related to topic segments and another regarding document relationship
identification. During the data collection task different domains should be considered, as described in Section 3.2.5.2.
Relationship Identification: this task corresponds to the development of scoring function with the
characteristics defined in Section 3.3 for the Multi-Document Relationship Identification module. Also, the
IR Engine should be integrated with the rest of the system. It should be noted that the IR Engine is also to
be used by the Multi-Document Segmentation module.
Document Segmentation: this task corresponds to the development of a richer segmentation model of
the Multi-Document Segmentation module with the guidelines defined in Section 3.2.
Document Structuring: part of this task corresponds to the development of the Multi-Document Structuring module defined in Section 3.4. The other part is related to the user case study we propose to do in
this work (Section 3.4.1). In this context it first necessary to determine which tasks users will be performing
and prepare different versions of the system to be compared (User Case Study Design). Afterwards, it is
necessary to have the participants doing the study (User Case Study Experiment).
System Improvement: this period is to be used for improving different aspects of the system’s pipeline
according to the results obtained so far. It can also be used to explore new applications for the developed
techniques.
Thesis Writing: despite of this task being carried out constantly during this work, specially for publication purposes, we highlight this specific period where more effort to the task is going to be allocated.
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R. Řehůřek and P. Sojka. Software Framework for Topic Modeling with Large Corpora. In Proceedings of
the Language Resources and Evaluation Conference Workshop on New Challenges for NLP Frameworks,
pages 45–50, May 2010.
J. Reichardt and S. Bornholdt. Statistical mechanics of community detection. Phys. Rev. E, 74:016110, Jul.
2006.

99

S. Repp and C. Meinel. Segmenting of Recorded Lecture Videos - the algorithm VoiceSeg. In Proceedings of
the International Conference on Signal Processing and Multimedia Applications, pages 317–322, 2006.
S. Repp and C. Meinel. Segmentation of Lecture Videos Based on Spontaneous Speech Recognition. In
International Symposium on Multimedia, pages 692–697, 2008.
J. C. Reynar. Statistical Models for Topic Segmentation. In Proceedings of the Association for Computational Linguistics, pages 357–364, 1999.
K. Riedhammer, M. Gropp, and E. Noth. The FAU Video Lecture Browser System. In Spoken Language
Technology Workshop, pages 392–397, 2012.
K. Riedhammer, M. Gropp, T. Bocklet, F. Honig, E. Noth, and S. Steidl. Lmelectures: A multimedia corpus
of academic spoken english. In Proceedings of the Speech, Language and Audio in Multimedia Workshop,
pages 102–107, 2013.
S. J. Russell and P. Norvig. Artificial Intelligence: A Modern Approach. Pearson Education, 2003.
G. Salton and C. Buckley. Term-weighting Approaches in Automatic Text Retrieval. Information Processing
Management, 24(5):513–523, Aug. 1988.
J. Sander, M. Ester, H.-P. Kriegel, and X. Xu. Density-based Clustering in Spatial Databases: The algorithm
dbscan and its applications. Data Mining and Knowledge Discovery, 2(2):169–194, Jun. 1998.
D. Shahaf, J. Yang, C. Suen, J. Jacobs, H. Wang, and J. Leskovec. Information Cartography: creating
zoomable, large-scale maps of information. In Proceedings of the International Conference on Knowledge
Discovery and Data Mining, pages 1097–1105, 2013.
D. Shahaf, C. Guestrin, and E. Horvitz. Trains of Thought: Generating Information Maps. In Proceedings
of the International Conference on World Wide Web, 2012a.
D. Shahaf, C. Guestrin, and E. Horvitz. Metro maps of science. In Proceedings of the International Conference on Knowledge Discovery and Data Mining, pages 1122–1130, 2012b.
S. Shen, H. Lee, S. Li, V. Zue, and L. Lee. Structuring Lectures in Massive Open Online Courses (MOOCS)
for Efficient Learning by Linking Similar Sections and Predicting Prerequisites. In Proceedings of the
International Speech Communication Association, pages 1363–1367, 2015.
J. Shi and J. Malik. Normalized Cuts and Image Segmentation. Transactions on Pattern Analysis and
Machine Intelligence, 22:888–905, 1997.

100

CHAPTER 4. PROPOSED TIMELINE

N. X. Vinh, J. Epps, and J. Bailey. Information Theoretic Measures for Clusterings Comparison: is a
correction for chance necessary? In Proceedings of the International Conference on Machine Learning,
pages 1073–1080, 2009.
J. H. Ward. Hierarchical Grouping to Optimize an Objective Function. Journal of the American Statistical
Association, 58(301):236–244, 1963.
N. G. Ward, S. D. Werner, D. G. Novick, E. E. Shriberg, C. Oertel, and T. Kawahara. The Similar Segments
in Social Speech task, 2013.
Y. Weiss. Segmentation Using Eigenvectors: a unifying view. In Proceedings of the International Conference on Computer Vision, pages 975–982, 1999.
W. Xu, X. Liu, and Y. Gong. Document Clustering Based on Non-Negative Matrix Factorization. In
Proceedings of the Special Interest Group on Information Retrieval, pages 267–273, 2003.
N. Yamamoto, J. Ogata, and Y. Ariki. Topic Segmentation and Retrieval System for Lecture Videos based
on Spontaneous Speech Recognition. In Proceedings of the International Speech Communication Association, 2003.
J. Yang and J. Leskovec. Overlapping Community Detection at Scale: A nonnegative matrix factorization
approach. In Proceedings of the International Conference on Web Search and Data Mining, pages 587–
596, 2013.
S. Yi Kong and L.-S. Lee. Semantic Analysis and Organization of Spoken Documents based on Parameters
Derived from Latent Topics. Transactions on Audio, Speech & Language Processing, 19(7):1875–1889,
2011.
Z. Zhang and D. Radev. Combining Labeled and Unlabeled Data for Learning Cross-Document Structural
Relationships. In Proceedings of the International Joint Conference on Natural Language Processing,
pages 32–41, 2005.
X. Zhou and L. Chen. Event Detection Over Twitter Social Media Streams. The VLDB Journal, 23(3):
381–400, Jun. 2014.

